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Preface

Preface to the First Edition

This textbook is an introduction to Scientific Computing. We will
illustrate several numerical methods for the computer solution of cer-
tain classes of mathematical problems that cannot be faced by paper
and pencil. We will show how to compute the zeros or the integrals
of continuous functions, solve linear systems, approximate functions by
polynomials and construct accurate approximations for the solution of
differential equations.

With this aim, in Chapter 1 we will illustrate the rules of the game
that computers adopt when storing and operating with real and complex
numbers, vectors and matrices.

In order to make our presentation concrete and appealing we will
adopt the programming environment MATLAB

� 1 as a faithful com-
panion. We will gradually discover its principal commands, statements
and constructs. We will show how to execute all the algorithms that we
introduce throughout the book. This will enable us to furnish an im-
mediate quantitative assessment of their theoretical properties such as
stability, accuracy and complexity. We will solve several problems that
will be raised through exercises and examples, often stemming from spe-
cific applications.

Several graphical devices will be adopted in order to render the read-
ing more pleasant. We will report in the margin the MATLAB command
along side the line where that command is being introduced for the first

time. The symbol will be used to indicate the presence of exercises,

the symbol to indicate the presence of a MATLAB program, while
1 MATLAB is a trademark of TheMathWorks Inc., 24 Prime Park Way, Nat-

ick, MA 01760, Tel: 001+508-647-7000, Fax: 001+508-647-7001.
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the symbol will be used when we want to attract the attention of
the reader on a critical or surprising behavior of an algorithm or a pro-
cedure. The mathematical formulae of special relevance are put within a

frame. Finally, the symbol indicates the presence of a display panel
summarizing concepts and conclusions which have just been reported
and drawn.

At the end of each chapter a specific section is devoted to mentioning
those subjects which have not been addressed and indicate the biblio-
graphical references for a more comprehensive treatment of the material
that we have carried out.

Quite often we will refer to the textbook [QSS06] where many issues
faced in this book are treated at a deeper level, and where theoretical re-
sults are proven. For a more thorough description of MATLAB we refer
to [HH05]. All the programs introduced in this text can be downloaded
from the web address

mox.polimi.it/qs
No special prerequisite is demanded of the reader, with the exception

of an elementary course of Calculus.
However, in the course of the first chapter, we recall the principal re-

sults of Calculus and Geometry that will be used extensively throughout
this text. The less elementary subjects, those which are not so neces-
sary for an introductory educational path, are highlighted by the special

symbol .
We express our thanks to Thanh-Ha Le Thi from Springer-Verlag

Heidelberg, and to Francesca Bonadei and Marina Forlizzi from Springer-
Italia for their friendly collaboration throughout this project. We grate-
fully thank Prof. Eastham of Cardiff University for editing the language
of the whole manuscript and stimulating us to clarify many points of our
text.

Milano and Lausanne Alfio Quarteroni
May 2003 Fausto Saleri

Preface to the Second Edition

In this second edition we have enriched all the Chapters by intro-
ducing several new problems. Moreover, we have added new methods
for the numerical solution of linear and nonlinear systems, the eigen-
value computation and the solution of initial-value problems. Another
relevant improvement is that we also use the Octave programming en-
vironment. Octave is a reimplementation of part of MATLAB which
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includes many numerical facilities of MATLAB and is freely distributed
under the GNU General Public License.

Throughout the book, we shall often make use of the expression
“MATLAB command”: in this case, MATLAB should be understood
as the language which is the common subset of both programs MAT-

LAB and Octave. We have striven to ensure a seamless usage of our
codes and programs under both MATLAB and Octave. In the few cases
where this does not apply, we shall write a short explanation notice at
the end of each corresponding section.

For this second edition we would like to thank Paola Causin for hav-
ing proposed several problems, Christophe Prud´homme, John W. Eaton
and David Bateman for their help with Octave, and Silvia Quarteroni
for the translation of the new sections. Finally, we kindly acknowledge
the support of the Poseidon project of the Ecole Polytechnique Fédérale
de Lausanne.

Lausanne and Milano Alfio Quarteroni
May 2006 Fausto Saleri
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1

What can’t be ignored

In this book we will systematically use elementary mathematical con-
cepts which the reader should know already, yet he or she might not
recall them immediately.

We will therefore use this chapter to refresh them, as well as to in-
troduce new concepts which pertain to the field of Numerical Analysis.
We will begin to explore their meaning and usefulness with the help of
MATLAB (MATrix LABoratory), an integrated environment for pro-
gramming and visualization in scientific computing. We shall also use
GNU Octave (in short, Octave) which is mostly compatible with MAT-

LAB. In Sections 1.6 and 1.7 we will give a quick introduction to MAT-

LAB and Octave, which is sufficient for the use that we are going to
make in this book. We also make some notes about differences between
MATLAB and Octave which are relevant for this book. However, we
refer the interested readers to the manual [HH05] for a description of
the MATLAB language and to the manual [Eat02] for a description of
Octave.

Octave is a reimplementation of part of MATLAB which includes a
large part of the numerical facilities of MATLAB and is freely distrib-
uted under the GNU General Public License.

Through the book, we shall often make use of the expression “MAT-

LAB command”: in this case, MATLAB should be understood as the
language which is the common subset of both programs MATLAB and
Octave.

We have striven to ensure a seamless usage of our codes and programs
under both MATLAB and Octave. In the few cases where this does
not apply, we will write a short explanation notice at the end of each
corresponding section.

In the present Chapter we have condensed notions which are typical
of courses in Calculus, Linear Algebra and Geometry, yet rephrasing
them in a way that is suitable for use in scientific computing.



2 1 What can’t be ignored

1.1 Real numbers

While the set R of real numbers is known to everyone, the way in which
computers treat them is perhaps less well known. On one hand, since
machines have limited resources, only a subset F of finite dimension of
R can be represented. The numbers in this subset are called floating-
point numbers. On the other hand, as we shall see in Section 1.1.2, F

is characterized by properties that are different from those of R. The
reason is that any real number x is in principle truncated by the machine,
giving rise to a new number (called the floating-point number), denoted
by fl(x), which does not necessarily coincide with the original number
x.

1.1.1 How we represent them

To become acquainted with the differences between R and F, let us make
a few experiments which illustrate the way that a computer deals with
real numbers. Note that whether we use MATLAB or Octave rather
than another language is just a matter of convenience. The results of
our calculation, indeed, depend primarily on the manner in which the
computer works, and only to a lesser degree on the programming lan-
guage. Let us consider the rational number x = 1/7, whose decimal
representation is 0.142857. This is an infinite representation, since the
number of decimal digits is infinite. To get its computer representation,
let us introduce after the prompt (the symbol >>) the ratio 1/7 and>>
obtain
>> 1/7

ans =
0.1429

which is a number with only four decimal digits, the last being different
from the fourth digit of the original number.

Should we now consider 1/3 we would find 0.3333, so the fourth dec-
imal digit would now be exact. This behavior is due to the fact that real
numbers are rounded on the computer. This means, first of all, that only
an a priori fixed number of decimal digits are returned, and moreover
the last decimal digit which appears is increased by unity whenever the
first disregarded decimal digit is greater than or equal to 5.

The first remark to make is that using only four decimal digits to
represent real numbers is questionable. Indeed, the internal representa-
tion of the number is made of as many as 16 decimal digits, and what we
have seen is simply one of several possible MATLAB output formats.
The same number can take different expressions depending upon the
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specific format declaration that is made. For instance, for the number
1/7, some possible output formats are:

format long yields 0.14285714285714,
format short e ” 1.4286e − 01,
format long e ” 1.428571428571428e − 01,
format short g ” 0.14286,
format long g ” 0.142857142857143.

Some of them are more coherent than others with the internal com-

format

puter representation. As a matter of fact, in general a computer stores
a real number in the following way

x = (−1)s · (0.a1a2 . . . at) · βe = (−1)s · m · βe−t, a1 �= 0 (1.1)

where s is either 0 or 1, β (a positive integer larger than or equal to 2)
is the basis adopted by the specific computer at hand, m is an integer
called the mantissa whose length t is the maximum number of digits ai

(with 0 ≤ ai ≤ β− 1) that are stored, and e is an integral number called
the exponent. The format long e is the one which most resembles this
representation, and e stands for exponent; its digits, preceded by the
sign, are reported to the right of the character e. The numbers whose
form is given in (1.1) are called floating-point numbers, since the position
of the decimal point is not fixed. The digits a1a2 . . . ap (with p ≤ t) are
often called the p first significant digits of x.

The condition a1 �= 0 ensures that a number cannot have multiple
representations. For instance, without this restriction the number 1/10
could be represented (in the decimal basis) as 0.1 · 100, but also as 0.01 ·
101, etc..

The set F is therefore fully characterized by the basis β, the number
of significant digits t and the range (L,U) (with L < 0 and U > 0) of
variation of the index e. Thus it is denoted as F(β, t, L, U). For instance,
in MATLAB we have F = F(2, 53,−1021, 1024) (indeed, 53 significant
digits in basis 2 correspond to the 15 significant digits that are shown
by MATLAB in basis 10 with the format long).

Fortunately, the roundoff error that is inevitably generated whenever
a real number x �= 0 is replaced by its representative fl(x) in F, is small,
since

|x − fl(x)|
|x| ≤ 1

2
εM (1.2)

where εM = β1−t provides the distance between 1 and its closest floating-
point number greater than 1. Note that εM depends on β and t. For
instance, in MATLAB εM can be obtained through the command eps, eps
and we obtain εM = 2−52 � 2.22·10−16. Let us point out that in (1.2) we
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estimate the relative error on x, which is undoubtedly more meaningful
than the absolute error |x−fl(x)|. As a matter of fact, the latter doesn’t
account for the order of magnitude of x whereas the former does.

Number 0 does not belong to F, as in that case we would have a1 = 0
in (1.1): it is therefore handled separately. Moreover, L and U being
finite, one cannot represent numbers whose absolute value is either arbi-
trarily large or arbitrarily small. Precisely, the smallest and the largest
positive real numbers of F are given respectively by

xmin = βL−1, xmax = βU (1 − β−t).

In MATLAB these values can be obtained through the commands
realmin and realmax, yieldingrealmin

realmax
xmin = 2.225073858507201 · 10−308,
xmax = 1.7976931348623158 · 10+308.

A positive number smaller than xmin produces a message of under-
flow and is treated either as 0 or in a special way (see, e.g., [QSS06],
Chapter 2). A positive number greater than xmax yields instead a mes-
sage of overflow and is stored in the variable Inf (which is the computerInf
representation of +∞).

The elements in F are more dense near xmin, and less dense while
approaching xmax. As a matter of fact, the number in F nearest to xmax

(to its left) and the one nearest to xmin (to its right) are, respectively

x−
max = 1.7976931348623157 · 10+308,

x+
min = 2.225073858507202 · 10−308.

Thus x+
min − xmin � 10−323, while xmax − x−

max � 10292 (!). However,
the relative distance is small in both cases, as we can infer from (1.2).

1.1.2 How we operate with floating-point numbers

Since F is a proper subset of R, elementary algebraic operations on
floating-point numbers do not enjoy all the properties of analogous op-
erations on R. Precisely, commutativity still holds for addition (that is
fl(x + y) = fl(y + x)) as well as for multiplication (fl(xy) = fl(yx)),
but other properties such as associativity and distributivity are violated.
Moreover, 0 is no longer unique. Indeed, let us assign the variable a the
value 1, and execute the following instructions:
>> a = 1; b=1; while a+b ~= a; b=b/2; end

The variable b is halved at every step as long as the sum of a and b
remains different (~=) from a. Should we operate on real numbers, this
program would never end, whereas in our case it ends after a finite
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number of steps and returns the following value for b: 1.1102e-16=
εM/2. There exists therefore at least one number b different from 0 such
that a+b=a. This is possible since F is made up of isolated numbers; when
adding two numbers a and b with b<a and b less than εM , we always
obtain that a+b is equal to a. The MATLAB number a+eps(a) is the
smallest number in F larger than a. Thus the sum a+b will return a for
all b < eps(a).

Associativity is violated whenever a situation of overflow or underflow
occurs. Take for instance a=1.0e+308, b=1.1e+308 and c=-1.001e+308,
and carry out the sum in two different ways. We find that

a + (b + c) = 1.0990e + 308, (a + b) + c = Inf.

This is a particular instance of what occurs when one adds two num-
bers with opposite sign but similar absolute value. In this case the result
may be quite inexact and the situation is referred to as loss, or cancel-
lation, of significant digits. For instance, let us compute ((1 + x)− 1)/x
(the obvious result being 1 for any x �= 0):
>> x = 1.e-15; ((1+x)-1)/x

ans = 1.1102

This result is rather imprecise, the relative error being larger than 11%!
Another case of numerical cancellation is encountered while evaluat-

ing the function

f(x) = x7 − 7x6 + 21x5 − 35x4 + 35x3 − 21x2 + 7x − 1 (1.3)

at 401 equispaced points with abscissa in [1 − 2 · 10−8, 1 + 2 · 10−8]. We
obtain the chaotic graph reported in Figure 1.1 (the real behavior is that
of (x−1)7, which is substantially constant and equal to the null function
in such a tiny neighborhood of x = 1). The MATLAB commands that
have generated this graph will be illustrated in Section 1.4.

Finally, it is interesting to notice that in F there is no place for
indeterminate forms such as 0/0 or ∞/∞. Their presence produces what
is called not a number (NaN in MATLAB or in Octave), for which the NaN
normal rules of calculus do not apply.

Remark 1.1 Whereas it is true that roundoff errors are usually small, when
repeated within long and complex algorithms, they may give rise to catastrophic
effects. Two outstanding cases concern the explosion of the Arianne missile on
June 4, 1996, engendered by an overflow in the computer on board, and the
failure of the mission of an American Patriot missile, during the Gulf War in
1991, because of a roundoff error in the computation of its trajectory.

An example with less catastrophic (but still troublesome) consequences is
provided by the sequence

z2 = 2, zn+1 = 2n−1/2
√

1 −
√

1 − 41−nz2
n, n = 2, 3, . . . (1.4)
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Fig. 1.1. Oscillatory behavior of the function (1.3) caused by cancellation
errors

which converges to π when n tends to infinity. When MATLAB is used to
compute zn, the relative error found between π and zn decreases for the 16
first iterations, then grows because of roundoff errors (as shown in Figure 1.2).
•
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Fig. 1.2. Logarithm of the relative error |π − zn|/π versus n

See the Exercises 1.1-1.2.

1.2 Complex numbers

Complex numbers, whose set is denoted by C, have the form z = x + iy,
where i =

√
−1 is the imaginary unit (that is i2 = −1), while x = Re(z)

and y = Im(z) are the real and imaginary part of z, respectively. They
are generally represented on the computer as pairs of real numbers.

Unless redefined otherwise, MATLAB variables i as well as j denote
the imaginary unit. To introduce a complex number with real part x and
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Fig. 1.3. Output of the MATLAB command compass

imaginary part y, one can just write x+i*y; as an alternative, one can
use the command complex(x,y). Let us also mention the exponential complex
and the trigonometric representations of a complex number z, that are
equivalent thanks to the Euler formula

z = ρeiθ = ρ(cos θ + i sin θ); (1.5)

ρ =
√

x2 + y2 is the absolute value of the complex number (it can be
obtained by setting abs(z)) while θ is its argument, that is the angle abs
between the x axis and the straight line issuing from the origin and
passing from the point of coordinate x, y in the complex plane. θ can be
found by typing angle(z). The representation (1.5) is therefore: angle

abs(z) ∗ (cos(angle(z)) + i ∗ sin(angle(z))).

The graphical polar representation of one or more complex numbers
can be obtained through the command compass(z), where z is either compass

a single complex number or a vector whose components are complex
numbers. For instance, by typing
>> z = 3+i*3; compass(z);

one obtains the graph reported in Figure 1.3.
For any given complex number z, one can extract its real part with

the command real(z) and its imaginary part with imag(z). Finally, the
real
imag

complex conjugate z̄ = x − iy of z, can be obtained by simply writing
conj(z). conj

In MATLAB all operations are carried out by implicitly assuming
that the operands as well as the result are complex. We may therefore



8 1 What can’t be ignored

find some apparently surprising results. For instance, if we compute the
cube root of −5 with the MATLAB command (-5)^(1/3), instead of
−1.7099 . . . we obtain the complex number 0.8550 + 1.4809i. (We antic-
ipate the use of the symbol ^ for the power exponent.) As a matter of

^ fact, all numbers of the form ρei(θ+2kπ), with k an integer, are indistin-
guishable from z = ρeiθ. By computing 3

√
z we find 3

√
ρei(θ/3+2kπ/3), that

is, the three distinct roots

z1 = 3
√

ρeiθ/3, z2 = 3
√

ρei(θ/3+2π/3), z3 = 3
√

ρei(θ/3+4π/3).

MATLAB will select the one that is encountered by spanning the com-
plex plane counterclockwise beginning from the real axis. Since the polar
representation of z = −5 is ρeiθ with ρ = 5 and θ = −π, the three roots
are (see Figure 1.4 for their representation in the Gauss plane)

z1 = 3
√

5(cos(−π/3) + i sin(−π/3)) � 0.8550 − 1.4809i,

z2 = 3
√

5(cos(π/3) + i sin(π/3)) � 0.8550 + 1.4809i,

z3 = 3
√

5(cos(−π) + i sin(−π)) � −1.7100.

The second root is the one which is selected.
Finally, by (1.5) we obtain

cos(θ) =
1
2
(
eiθ + e−iθ

)
, sin(θ) =

1
2i

(
eiθ − e−iθ

)
. (1.6)

Octave 1.1 The command compass is not available in Octave, however
it can be emulated with the following function:
function compass(z)
xx = [0 1 .8 1 .8].’;
yy = [0 0 .08 0 -.08].’;
arrow = xx + yy.*sqrt (-1);
z = arrow * z;
[th,r] = cart2pol(real(z),imag(z));
polar(th,r);
return

�

1.3 Matrices

Let n and m be positive integers. A matrix with m rows and n columns
is a set of m×n elements aij , with i = 1, . . . ,m, j = 1, . . . , n, represented
by the following table:
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Re(z)

Im(z)

z1

z2

z3

π
3

ρ

Fig. 1.4. Representation in the complex plane of the three complex cube roots
of the real number −5

A =







a11 a12 . . . a1n

a21 a22 . . . a2n

...
...

...
am1 am2 . . . amn







. (1.7)

In compact form we write A = (aij). Should the elements of A be real
numbers, we write A ∈ Rm×n, and A ∈ Cm×n if they are complex.

Square matrices of dimension n are those with m = n. A matrix
featuring a single column is a column vector, whereas a matrix featuring
a single row is a row vector.

In order to introduce a matrix in MATLAB one has to write the
elements from the first to the last row, introducing the character ; to
separate the different rows. For instance, the command
>> A = [ 1 2 3; 4 5 6]

produces

A =
1 2 3
4 5 6

that is, a 2 × 3 matrix whose elements are indicated above. The m × n
matrix zeros(m,n) has all null entries, eye(m,n) has all null entries zeros
unless aii, i = 1, . . . ,min(m,n), on the diagonal that are all equal to 1.
The n × n identity matrix is obtained with the command eye(n): its eye
elements are δij = 1 if i = j, 0 otherwise, for i, j = 1, . . . , n. Finally, by
the command A=[ ] we can initialize an empty matrix.

We recall the following matrix operations:

1. if A = (aij) and B = (bij) are m × n matrices, the sum of A and B
is the matrix A + B = (aij + bij);
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2. the product of a matrix A by a real or complex number λ is the
matrix λA = (λaij);

3. the product of two matrices is possible only for compatible sizes,
precisely if A is m× p and B is p× n, for some positive integer p. In
that case C = AB is an m × n matrix whose elements are

cij =
p∑

k=1

aikbkj , for i = 1, . . . ,m, j = 1, . . . , n.

Here is an example of the sum and product of two matrices.
>> A=[1 2 3; 4 5 6];
>> B=[7 8 9; 10 11 12];
>> C=[13 14; 15 16; 17 18];
>> A+B

ans =
8 10 12
14 16 18

>> A*C

ans =
94 100
229 244

Note that MATLAB returns a diagnostic message when one tries to
carry out operations on matrices with incompatible dimensions. For in-
stance:
>> A=[1 2 3; 4 5 6];
>> B=[7 8 9; 10 11 12];
>> C=[13 14; 15 16; 17 18];
>> A+C

??? Error using ==> +
Matrix dimensions must agree.

>> A*B

??? Error using ==> *
Inner matrix dimensions must agree.

If A is a square matrix of dimension n, its inverse (provided it exists)
is a square matrix of dimension n, denoted by A−1, which satisfies the
matrix relation AA−1 = A−1A = I. We can obtain A−1 through the
command inv(A). The inverse of A exists iff the determinant of A, ainv
number denoted by det(A), is non-zero. The latter condition is satisfied
iff the column vectors of A are linearly independent (see Section 1.3.1).
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The determinant of a square matrix is defined by the following recursive
formula (Laplace rule):

det(A) =






a11 if n = 1,

n∑

j=1

∆ijaij , for n > 1, ∀i = 1, . . . , n,
(1.8)

where ∆ij = (−1)i+jdet(Aij) and Aij is the matrix obtained by elim-
inating the i-th row and j-th column from matrix A. (The result is
independent of the row index i.) In particular, if A ∈ R2×2 one has

det(A) = a11a22 − a12a21,

while if A ∈ R3×3 we obtain

det(A) = a11a22a33 + a31a12a23 + a21a13a32

−a11a23a32 − a21a12a33 − a31a13a22.

We recall that if A = BC, then det(A) = det(B)det(C).
To invert a 2×2 matrix and compute its determinant we can proceed

as follows:
>> A=[1 2; 3 4];
>> inv(A)

ans =
-2.0000 1.0000
1.5000 -0.5000

>> det(A)

ans =
-2

Should a matrix be singular, MATLAB returns a diagnostic message,
followed by a matrix whose elements are all equal to Inf, as illustrated
by the following example:
>> A=[1 2; 0 0];
>> inv(A)

Warning: Matrix is singular to working precision.
ans =

Inf Inf
Inf Inf



12 1 What can’t be ignored

For special classes of square matrices, the computation of inverses and
determinants is rather simple. In particular, if A is a diagonal matrix, i.e.
one for which only the diagonal elements akk, k = 1, . . . , n, are non-zero,
its determinant is given by det(A) = a11a22 · · · ann. In particular, A is
non-singular iff akk �= 0 for all k. In such a case the inverse of A is still
a diagonal matrix with elements a−1

kk .
Let v be a vector of dimension n. The command diag(v) producesdiag

a diagonal matrix whose elements are the components of vector v. The
more general command diag(v,m) yields a square matrix of dimension
n+abs(m) whose m-th upper diagonal (i.e. the diagonal made of elements
with indices i, i + m) has elements equal to the components of v, while
the remaining elements are null. Note that this extension is valid also
when m is negative, in which case the only affected elements are those of
lower diagonals.
For instance if v = [1 2 3] then:
>> A=diag(v,-1)

A =
0 0 0 0
1 0 0 0
0 2 0 0
0 0 3 0

Other special cases are the upper triangular and lower triangular
matrices. A square matrix of dimension n is lower (respectively, upper)
triangular if all elements above (respectively, below) the main diagonal
are zero. Its determinant is simply the product of the diagonal elements.

Through the commands tril(A) and triu(A), one can extract fromtril
triu the matrix A of dimension n its lower and upper triangular part. Their

extensions tril(A,m) or triu(A,m), with m ranging from -n and n, allow
the extraction of the triangular part augmented by, or deprived of, m
extradiagonals.
For instance, given the matrix A =[3 1 2; -1 3 4; -2 -1 3], by the
command L1=tril(A) we obtain

L1 =
3 0 0
-1 3 0
-2 -1 3

while, by L2=tril(A,1), we obtain

L2 =
3 1 0

-1 3 4
-2 -1 3
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We recall that if A ∈ Rm×n its transpose AT ∈ Rn×m is the matrix
obtained by interchanging rows and columns of A. When n = m and A =
AT the matrix A is called symmetric. Finally, A’ denotes the transpose A’
of A if A is real, or its conjugate transpose (that is, AH) if A is complex. A
square complex matrix that coincides with its conjugate transpose AH

is called hermitian.
A similar notation, v’, is used for the transpose conjugate vH of the v’

vector v. If vi denote the components of v, the adjoint vector vH is a
row-vector whose components are the complex conjugate v̄i of vi.

Octave 1.2 Also Octave returns a diagnostic message when one tries
to carry out operations on matrices having non-compatible dimensions.
If we repeat the previous MATLAB examples we obtain:
octave:1> A=[1 2 3; 4 5 6];
octave:2> B=[7 8 9; 10 11 12];
octave:3> C=[13 14; 15 16; 17 18];
octave:4> A+C

error: operator +: nonconformant arguments (op1 is
2x3, op2 is 3x2)
error: evaluating binary operator ‘+’ near line 2,
column 2

octave:5> A*B

error: operator *: nonconformant arguments (op1 is
2x3, op2 is 2x3)
error: evaluating binary operator ‘*’ near line 2,
column 2

If A is singular, Octave returns a diagnostic message followed by the
matrix to be inverted, as illustrated by the following example:
octave:1> A=[1 2; 0 0];
octave:2> inv(A)

warning: inverse: matrix singular to machine
precision, rcond = 0
ans =
1 2
0 0

�
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1.3.1 Vectors

Vectors will be indicated in boldface; precisely, v will denote a column
vector whose i-th component is denoted by vi. When all components are
real numbers we can write v ∈ Rn.

In MATLAB, vectors are regarded as particular cases of matrices.
To introduce a column vector one has to insert between square brackets
the values of its components separated by semi-colons, whereas for a row
vector it suffices to write the component values separated by blanks or
commas. For instance, through the instructions v = [1;2;3] and w =
[1 2 3] we initialize the column vector v and the row vector w, both
of dimension 3. The command zeros(n,1) (respectively, zeros(1,n))zeros
produces a column (respectively, row) vector of dimension n with null
elements, which we will denote by 0. Similarly, the command ones(n,1)ones
generates the column vector, denoted with 1, whose components are all
equal to 1.

A system of vectors {y1, . . . ,ym} is linearly independent if the rela-
tion

α1y1 + . . . + αmym = 0

implies that all coefficients α1, . . . , αm are null. A system B = {y1, . . . ,
yn} of n linearly independent vectors in Rn (or Cn) is a basis for Rn (or
Cn), that is, any vector w in Rn can be written as a linear combination
of the elements of B,

w =
n∑

k=1

wkyk,

for a unique possible choice of the coefficients {wk}. The latter are called
the components of w with respect to the basis B. For instance, the canon-
ical basis of Rn is the set of vectors {e1, . . . , en}, where ei has its i-th
component equal to 1, and all other components equal to 0 and is the
one which is normally used.

The scalar product of two vectors v,w ∈ Rn is defined as

(v,w) = wT v =
n∑

k=1

vkwk,

{vk} and {wk} being the components of v and w, respectively. The
corresponding command is w’*v or else dot(v,w), where now the apexdot
denotes transposition of a vector. The length (or modulus) of a vector v
is given by

‖v‖ =
√

(v,v) =

√√√√
n∑

k=1

v2
k
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and can be computed through the command norm(v).norm
The vector product between two vectors v,w ∈ Rn, n ≥ 3 ,v×w or

v∧w, is the vector u ∈ Rn orthogonal to both v and w whose modulus
is |u| = |v| |w| sin(α), where α is the angle formed by v and w. It can
be obtained by the command cross(v,w).

The visualization of a vector can be obtained by the MATLAB com-
mand quiver in R2 and quiver3 in R3.

cross

quiver

quiver3The MATLAB command x.*y or x.^2 indicates that these opera-
.*
. ˆ

tions should be carried out component by component. For instance if we
define the vectors
>> v = [1; 2; 3]; w = [4; 5; 6];

the instruction
>> w’*v

ans =
32

provides their scalar product, while
>> w.*v

ans =
4

10
18

returns a vector whose i-th component is equal to xiyi.
Finally, we recall that a vector v ∈ Cn, with v �= 0, is an eigenvector

of a matrix A ∈ Cn×n associated with the complex number λ if

Av = λv.

The complex number λ is called eigenvalue of A. In general, the com-
putation of eigenvalues is quite difficult. Exceptions are represented by
diagonal and triangular matrices, whose eigenvalues are their diagonal
elements.

See the Exercises 1.3-1.6.

1.4 Real functions

This chapter will deal with manipulation of real functions defined on an
interval (a, b). The command fplot(fun,lims) plots the graph of the fplot
function fun (which is stored as a string of characters) on the interval
(lims(1),lims(2)). For instance, to represent f(x) = 1/(1 + x2) on the
interval (−5, 5), we can write
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>> fun =’1/(1+x.^2)’; lims =[-5,5]; fplot(fun ,lims);

or, more directly,
>> fplot(’1/(1+x.^2)’,[-5 5]);

In MATLAB the graph is obtained by sampling the function on a
set of non-equispaced abscissae and reproduces the true graph of f with
a tolerance of 0.2%. To improve the accuracy we could use the command
>> fplot(fun ,lims ,tol ,n,’LineSpec ’,P1,P2 ,...)

where tol indicates the desired tolerance and the parameter n(≥ 1)
ensures that the function will be plotted with a minimum of n+1 points.
LineSpec is a string specifying the style or the color of the line used for
plotting the graph. For example, LineSpec=’--’ is used for a dashed
line, LineSpec=’r-.’ for a red dashed-dotted line, etc. To use default
values for tol, n or LineSpec one can pass empty matrices ([ ]).

To evaluate a function fun at a point x we write y=eval(fun), aftereval
having initialized x. The corresponding value is stored in y. Note that x,
and correspondingly y, can be a vector. When using this command, the
restriction is that the argument of the function fun must be x. When
the argument of fun has a different name (this is often the case when
this argument is generated at the interior of a program) the command
eval would be replaced by feval (see Remark 1.2).

Finally, we point out that if we write grid on after the commandgrid
fplot, we can obtain the background-grid as that in Figure 1.1.

Octave 1.3 In Octave, using the command fplot(fun,lims,n) the
graph is obtained by sampling the function defined in fun (that is the
name of a function or an expression containing x) on a set of non-
equispaced abscissae. The optional parameter n (≥ 1) ensures that the
function will be plotted with a minimum of n+1 points. For instance, to
represent f(x) = 1/(1 + x2) we use the following commands:
>> fun =’1./(1+x.^2)’; lims =[-5,5];
>> fplot(fun ,lims)

�

1.4.1 The zeros

We recall that if f(α) = 0, α is called zero of f or root of the equation
f(x) = 0. A zero is simple if f ′(α) �= 0, multiple otherwise.

From the graph of a function one can infer (within a certain tolerance)
which are its real zeros. The direct computation of all zeros of a given
function is not always possible. For functions which are polynomials with
real coefficients of degree n, that is, of the form
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pn(x) = a0 + a1x + a2x
2 + . . . + anxn =

n∑

k=0

akxk, ak ∈ R, an �= 0,

we can obtain the only zero α = −a0/a1, when n = 1 (i.e. p1 represents
a straight line), or the two zeros, α+ and α−, when n = 2 (this time p2

represents a parabola) α± = (−a1 ±
√

a2
1 − 4a0a2)/(2a2).

However, there are no explicit formulae for the zeros of an arbitrary
polynomial pn when n ≥ 5.

In the sequel we will denote with Pn the space of polynomials of
degree less than or equal to n,

pn(x) =
n∑

k=0

akxk (1.9)

where the ak are given coefficients, real or complex.
Also the number of zeros of a function cannot in general be deter-

mined a priori. An exception is provided by polynomials, for which the
number of zeros (real or complex) coincides with the polynomial degree.
Moreover, should α = x + iy with y �= 0 be a zero of a polynomial with
degree n ≥ 2, its complex conjugate ᾱ = x − iy is also a zero.

To compute in MATLAB one zero of a function fun, near a given
value x0, either real or complex, the command fzero(fun,x0) can be fzero
used. The result is an approximate value of the desired zero, and also the
interval in which the search was made. Alternatively, using the command
fzero(fun,[x0 x1]), a zero of fun is searched for in the interval whose
extremes are x0,x1, provided f changes sign between x0 and x1.

Let us consider, for instance, the function f(x) = x2−1+ex. Looking
at its graph we see that there are two zeros in (−1, 1). To compute them
we need to execute the following commands:
fun=inline(’x^2 - 1 + exp(x)’,’x’)
fzero(fun ,1)

ans =
5.4422e-18

fzero(fun ,-1)

ans =
-0.7146

Alternatively, after noticing from the function plot that one zero is
in the interval [−1,−0.2] and another in [−0.2, 1], we could have written
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fzero(fun ,[-0.2 1])

ans =
-5.2609e-17

fzero(fun ,[-1 -0.2])

ans =
-0.7146

The result obtained for the first zero is slightly different than the one
obtained previously, due to a different initialization of the algorithm
implemented in fzero.

In Chapter 2 we will introduce and investigate several methods for
the approximate computation of the zeros of an arbitrary function.

Octave 1.4 In Octave, fzero accepts only functions defined using the
keyword function and its corresponding syntax as follows:
function y = fun(x)

y = x.^2 - 1 + exp(x);
end

fzero ("fun", 1)

ans = 2.3762e-17

fzero ("fun",-1)

ans = -0.71456

�

1.4.2 Polynomials

Polynomials are very special functions and there is a special MATLAB

toolbox1 polyfun for their treatment. The command polyval is apt topolyval
evaluate a polynomial at one or several points. Its input arguments are
a vector p and a vector x, where the components of p are the polynomial
coefficients stored in decreasing order, from an down to a0, and the
components of x are the abscissae where the polynomial needs to be
evaluated. The result can be stored in a vector y by writing
>> y = polyval(p,x)

1 A toolbox is a collection of special-purpose MATLAB functions
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For instance, the values of p(x) = x7+3x2−1, at the equispaced abscissae
xk = −1+k/4 for k = 0, . . . , 8, can be obtained by proceeding as follows:
>> p = [1 0 0 0 0 3 0 -1]; x = [ -1:0.25:1];
>> y = polyval(p,x)

y =
Columns 1 through 5:

1.00000 0.55402 -0.25781 -0.81256 -1.00000
Columns 6 through 9:

-0.81244 -0.24219 0.82098 3.00000

Alternatively, one could use the command feval. However, in such
case one should provide the entire analytic expression of the polynomial
in the input string, and not simply its coefficients.

The program roots provides an approximation of the zeros of a poly- roots
nomial and requires only the input of the vector p.

For instance, we can compute the zeros of p(x) = x3 − 6x2 + 11x− 6
by writing
>> p = [1 -6 11 -6]; format long;
>> roots(p)

ans =
3.00000000000000
2.00000000000000
1.00000000000000

Unfortunately, the result is not always that accurate. For instance,
for the polynomial p(x) = (x + 1)7, whose unique zero is α = −1 with
multiplicity 7, we find (quite surprisingly)
>> p = [1 7 21 35 35 21 7 1];
>> roots(p)

ans =
-1.0101
-1.0063 + 0.0079i
-1.0063 - 0.0079i
-0.9977 + 0.0099i
-0.9977 - 0.0099i
-0.9909 + 0.0044i
-0.9909 - 0.0044i

In fact, numerical methods for the computation of the polynomial
roots with multiplicity larger than one are particularly subject to round-
off errors (see Section 2.5.2).
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The command p=conv(p1,p2) returns the coefficients of the poly-conv
nomial given by the product of two polynomials whose coefficients are
contained in the vectors p1 and p2.
Similarly, the command [q,r]=deconv(p1,p2) provides the coefficientsdeconv
of the polynomials obtained on dividing p1 by p2, i.e. p1 = conv(p2,q)
+ r. In other words, q and r are the quotient and the remainder of the
division.

Let us consider for instance the product and the ratio between the
two polynomials p1(x) = x4 − 1 and p2(x) = x3 − 1 :
>> p1 = [1 0 0 0 -1];
>> p2 = [1 0 0 -1];
>> p=conv(p1,p2)

p =
1 0 0 -1 -1 0 0 1

>> [q,r]= deconv(p1 ,p2)

q =
1 0

r =
0 0 0 1 -1

We therefore find the polynomials p(x) = p1(x)p2(x) = x7 −x4 −x3 +1,
q(x) = x and r(x) = x − 1 such that p1(x) = q(x)p2(x) + r(x).

The commands polyint(p) and polyder(p) provide respectively thepolyint

polyder coefficients of the primitive (vanishing at x = 0) and those of the deriv-
ative of the polynomial whose coefficients are given by the components
of the vector p.

If x is a vector of abscissae and p (respectively, p1 and p2) is a vector
containing the coefficients of a polynomial p (respectively, p1 and p2),
the previous commands are summarized in Table 1.1.

command yields

y=polyval(p,x) y = values of p(x)

z=roots(p) z = roots of p such that p(z) = 0

p=conv(p1,p2) p = coefficients of the polynomial p1p2

[q,r]=deconv(p1,p2) q = coefficients of q, r = coefficients of r
such that p1 = qp2 + r

y=polyder(p) y = coefficients of p′(x)

y=polyint(p) y = coefficients of

x∫

0

p(t) dt

Table 1.1. MATLAB commands for polynomial operations
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A further command, polyfit, allows the computation of the n+1 poly- polyfit
nomial coefficients of a polynomial p of degree n once the values attained
by p at n + 1 distinct nodes are available (see Section 3.1.1).

Octave 1.5 The commands polyderiv and polyinteg have the same polyderiv

polyintegfunctionality of polyder and polyint, respectively. Notice that the com-
mand polyder is available as well from the Octave repository, see Section
1.6. �

1.4.3 Integration and differentiation

The following two results will often be invoked throughout this book.

1. the fundamental theorem of integration: if f is a continuous function
in [a, b), then

F (x) =

x∫

a

f(t) dt ∀x ∈ [a, b),

is a differentiable function, called a primitive of f , which satisfies,

F ′(x) = f(x) ∀x ∈ [a, b);

2. the first mean-value theorem for integrals: if f is a continuous func-
tion in [a, b) and x1, x2 ∈ [a, b) with x1 < x2, then ∃ξ ∈ (x1, x2) such
that

f(ξ) =
1

x2 − x1

x2∫

x1

f(t) dt.

Even when it does exist, a primitive might be either impossible to
determine or difficult to compute. For instance, knowing that ln |x| is a
primitive of 1/x is irrelevant if one doesn’t know how to efficiently com-
pute the logarithms. In Chapter 4 we will introduce several methods to
compute the integral of an arbitrary continuous function with a desired
accuracy, irrespectively of the knowledge of its primitive.

We recall that a function f defined on an interval [a, b] is differentiable
in a point x̄ ∈ (a, b) if the following limit exists and is finite

f ′(x̄) = lim
h→0

1
h

(f(x̄ + h) − f(x̄)). (1.10)

The value of f ′(x̄) provides the slope of the tangent line to the graph
of f at the point x̄.
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We say that a function which is continuous together with its deriva-
tive at any point of [a, b] belongs to the space C1([a, b]). More generally,
a function with continuous derivatives up to the order p (a positive in-
teger) is said to belong to Cp([a, b]). In particular, C0([a, b]) denotes the
space of continuous functions in [a, b].

A result that will be often used is the mean-value theorem, according
to which, if f ∈ C1([a, b]), there exists ξ ∈ (a, b) such that

f ′(ξ) = (f(b) − f(a))/(b − a).

Finally, it is worth recalling that a function that is continuous with
all its derivatives up to the order n in a neighborhood of x0, can be
approximated in such a neighborhood by the so-called Taylor polynomial
of degree n at the point x0:

Tn(x) = f(x0) + (x − x0)f ′(x0) + . . . +
1
n!

(x − x0)nf (n)(x0)

=
n∑

k=0

(x − x0)k

k!
f (k)(x0).

The MATLAB toolbox symbolic provides the commands diff, intdiff
int and taylor which allow us to obtain the analytical expression of the

taylor derivative, the indefinite integral (i.e. a primitive) and the Taylor poly-
nomial, respectively, of a given function. In particular, having defined in
the string f the function on which we intend to operate, diff(f,n)
provides its derivative of order n, int(f) its indefinite integral, and
taylor(f,x,n+1) the associated Taylor polynomial of degree n in a
neighborhood of x0 = 0. The variable x must be declared symbolic by
using the command syms x. This will allow its algebraic manipulationsyms
without specifying its value.

In order to do this for the function f(x) = (x2 +2x+2)/(x2 − 1), we
proceed as follows:
>> f = ’(x^2+2*x+2)/(x^2-1)’;
>> syms x
>> diff(f)

(2*x+2)/(x^2-1)-2*(x^2+2*x+2)/(x^2-1)^2*x

>> int(f)

x+5/2*log(x-1)-1/2*log(1+x)

>> taylor(f,x,6)

-2-2*x-3*x^2-2*x^3-3*x^4-2*x^5
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Fig. 1.5. Graphical interface of the command funtool

We observe that using the command simple it is possible to simplifysimple
the expressions generated by diff, int and taylor in order to make
them as simple as possible. The command funtool, by the graphicalfuntool
interface illustrated in Fig. 1.5, allows a very easy symbolic manipulation
of arbitrary functions.

Octave 1.6 Symbolic calculations are not yet available in Octave, al-
though it is work in progress.2 �

See the Exercises 1.7-1.8.

1.5 To err is not only human

As a matter of fact, by re-phrasing the Latin motto errare humanum est,
we might say that in numerical computation to err is even inevitable.

As we have seen, the simple fact of using a computer to represent real
numbers introduces errors. What is therefore important is not to strive
to eliminate errors, but rather to be able to control their effect.

Generally speaking, we can identify several levels of errors that oc-
cur during the approximation and resolution of a physical problem (see
Figure 1.6).

At the highest level stands the error em which occurs when forcing
the physical reality (PP stands for physical problem and xph denotes
its solution) to obey some mathematical model (MP , whose solution is
x). Such errors will limit the applicability of the mathematical model to
certain situations and are beyond the control of Scientific Computing.
2 http://www.octave.org
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xn =
∑

k

φ(tk)αk

x =

T∫

0

φ(t)dt

x̂

MP

PP

NP

xph

em

et ea

ec

Fig. 1.6. Types of errors in a computational process

The mathematical model (whether expressed by an integral as in the
example of Figure 1.6, an algebraic or differential equation, a linear or
nonlinear system) is generally not solvable in explicit form. Its resolu-
tion by computer algorithms will surely involve the introduction and
propagation of roundoff errors at least. Let’s call these errors ea.

On the other hand, it is often necessary to introduce further errors
since any procedure of the mathematical model involving an infinite
sequence of arithmetic operations cannot be performed by the computer
unless approximately. For instance the computation of the sum of a series
will necessarily be accomplished in an approximate way by considering
a suitable truncation.

It will therefore be necessary to introduce a numerical problem, NP ,
whose solution xn differs from x by an error et which is called trunca-
tion error. Such errors do not only occur in mathematical models that
are already set in finite dimension (for instance, when solving a linear
system). The sum of the errors ea and et constitutes the computational
error ec, the quantity we are interested in.

The absolute computational error is the difference between x, the
exact solution of the mathematical model, and x̂, the solution obtained
at the end of the numerical process,

eabs
c = |x − x̂|,

while (if x �= 0) the relative computational error is

erel
c = |x − x̂|/|x|,

where | · | denotes the modulus, or other measure of size, depending on
the meaning of x.
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The numerical process is generally an approximation of the math-
ematical model obtained as a function of a discretization parameter,
which we will refer to as h and suppose positive. If, as h tends to 0,
the numerical process returns the solution of the mathematical model,
we will say that the numerical process is convergent. Moreover, if the
(absolute or relative) error can be bounded as a function of h as

ec ≤ Chp (1.11)

where C is independent of h and p is a positive number, we will say
that the method is convergent of order p. It is sometimes even possible
to replace the symbol ≤ with �, in the case where, besides the upper
bound (1.11), a lower bound C ′hp ≤ ec is also available (C ′ being another
constant independent from h and p).

Example 1.1 Suppose we approximate the derivative of a function f at a
point x̄ with the incremental ratio that appears in (1.10). Obviously, if f is
differentiable at x̄, the error committed by replacing f ′ by the incremental
ratio tends to 0 as h → 0. However, as we will see in Section 4.1, the error can
be considered as Ch only if f ∈ C2 in a neighborhood of x̄. �

While studying the convergence properties of a numerical procedure
we will often deal with graphs reporting the error as a function of h in a
logarithmic scale, which shows log(h) on the abscissae axis and log(ec)
on the ordinates axis. The purpose of this representation is easy to see:
if ec = Chp then log ec = log C + p log h. In logarithmic scale therefore
p represents the slope of the straight line log ec, so if we must compare
two methods, the one presenting the greater slope will be the one with
a higher order. To obtain graphs in a logarithmic scale one just needs to
type loglog(x,y), x and y being the vectors containing the abscissae loglog
and the ordinates of the data to be represented.

As an instance, in Figure 1.7 we report the straight lines relative to
the behavior of the errors in two different methods. The continuous line
represents a first-order approximation, while the dashed line represents
a second-order one.

There is an alternative to the graphical way of establishing the order
of a method when one knows the errors ei relative to some given values
hi of the parameter of discretization, with i = 1, . . . , N : it consists in
supposing that ei is equal to Chp

i , where C does not depend on i. One
can then approach p with the values:

pi = log(ei/ei−1)/ log(hi/hi−1), i = 2, . . . , N. (1.12)

Actually the error is not a computable quantity since it depends on
the unknown solution. Therefore it is necessary to introduce computable
quantities that can be used to estimate the error itself, the so called error
estimator. We will see some examples in Sections 2.2.1, 2.3 and 4.4.
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Fig. 1.7. Plot in logarithmic scales

1.5.1 Talking about costs

In general a problem is solved on the computer by an algorithm, which
is a precise directive in the form of a finite text specifying the execution
of a finite series of elementary operations. We are interested in those
algorithms which involve only a finite number of steps.

The computational cost of an algorithm is the number of floating-
point operations that are required for its execution. Often, the speed
of a computer is measured by the maximum number of floating-point
operations which the computer can execute in one second (flops). In
particular, the following abridged notations are commonly used: Mega-
flops, equal to 106 flops, Giga-flops equal to 109 flops, Tera-flops equal
to 1012 flops. The fastest computers nowadays reach as many as 40 of
Tera-flops.

In general, the exact knowledge of the number of operations required
by a given algorithm is not essential. Rather, it is useful to determine
its order of magnitude as a function of a parameter d which is related to
the problem dimension. We therefore say that an algorithm has constant
complexity if it requires a number of operations independent of d, i.e.
O(1) operations, linear complexity if it requires O(d) operations, or,
more generally, polynomial complexity if it requires O(dm) operations,
for a positive integer m. Other algorithms may have exponential (O(cd)
operations) or even factorial (O(d!) operations) complexity. We recall
that the symbol O(dm) means “it behaves, for large d, like a constant
times dm”.

Example 1.2 (matrix-vector product) Le A be a square matrix of order
n and let v be a vector of Rn. The j − th component of the product Av is
given by

aj1v1 + aj2v2 + . . . + ajnvn,



1.5 To err is not only human 27

and requires n products and n − 1 additions. One needs therefore n(2n − 1)
operations to compute all the components. Thus this algorithm requires O(n2)
operations, so it has a quadratic complexity with respect to the parameter n.
The same algorithm would require O(n3) operations to compute the product
of two matrices of order n. However, there is an algorithm, due to Strassen,
which requires “only” O(nlog2 7) operations and another, due to Winograd and
Coppersmith, requiring O(n2.376) operations. �

Example 1.3 (computation of a matrix determinant) As already men-
tioned, the determinant of a square matrix of order n can be computed us-
ing the recursive formula (1.8). The corresponding algorithm has a factorial
complexity with respect to n and would be usable only for matrices of small
dimension. For instance, if n = 24, a computer capable of performing as many
as 1 Peta-flops (i.e. 1015 floating-point operations per second) would require 20
years to carry out this computation. One has therefore to resort to more effi-
cient algorithms. Indeed, there exists an algorithm allowing the computation of
determinants through matrix-matrix products, with henceforth a complexity
of O(nlog2 7) operations by applying the Strassen algorithm previously men-
tioned (see [BB96]). �

The number of operations is not the sole parameter which matters
in the analysis of an algorithm. Another relevant factor is represented
by the time that is needed to access the computer memory (which de-
pends on the way the algorithm has been coded). An indicator of the
performance of an algorithm is therefore the CPU time (CPU stands
for central processing unit), and can be obtained using the MATLAB

command cputime. The total elapsed time between the input and output cputime
phases can be obtained by the command etime. etime

Example 1.4 In order to compute the time needed for a matrix-vector mul-
tiplication we set up the following program:

>> n = 4000; step = 50; A = rand(n,n); v = rand(n); T=[];
>> sizeA = [ ]; count = 1;
>> for k = 50: step:n

AA = A(1:k,1:k); vv = v(1:k)’;
t = cputime; b = AA*vv; tt = cputime - t;
T = [T, tt]; sizeA = [sizeA ,k];

end

The instruction a:step:b appearing in the for cycle generates all numbers
having the form a+step*k where k is an integer ranging from 0 to the largest
value kmax for which a+step*kmax is not greater than b (in the case at hand,
a=50, b=4000 and step=50). The command rand(n,m) defines an n×m matrix rand
of random entries. Finally, T is the vector whose components contain the CPU
time needed to carry out every single matrix-vector product, whereas cputime
returns the CPU time in seconds that has been used by the MATLAB process
since MATLAB started. The time necessary to execute a single program is
therefore the difference between the actual CPU time and the one computed
before the execution of the current program which is stored in the variable
t. Figure 1.8, which is obtained by the command plot(sizeA,T,’o’), shows
that the CPU time grows like the square of the matrix order n. �
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Fig. 1.8. Matrix-vector product: the CPU time (in seconds) versus the di-
mension n of the matrix (on a PC at 2.53 GHz)

1.6 The MATLAB and Octave environments

MATLAB and Octave, the programs, are integrated environments for
scientific computing and visualization. They are written in C and C++
languages.

MATLAB is distributed by The MathWorks (see the website www.
mathworks.com). The name stands for MATrix LABoratory since origi-
nally it was developed for matrix computation.

Octave, also known as GNU Octave (see the website www.octave.
org), is a freely redistributable software. You may redistribute it and/or
modify it under the terms of the GNU General Public License (GPL) as
published by the Free Software Foundation.

As mentioned in the introduction of this chapter, there are differences
between MATLAB and Octave environments, languages and toolboxes.
However, there is a level of compatibility that allows us to write most
programs of this book and run them seamlessly both in MATLAB and
Octave. When this is not possible, either because some commands are
spelt differently, or because they operate in a different way, or merely
because they are just not implemented, a note has been and will be writ-
ten at the end of each section; it provides an explanation and indicates
what could be done.

Just as MATLAB has its toolboxes, Octave has a rich set of func-
tions available through a project called Octave-forge (see the website
octave.sourceforge.net). This function repository grows steadily in
many different areas such as linear algebra, sparse matrices support or
optimization, to name but a few. In order to run properly all programs
and examples in this book under Octave, it is mandatory to install
Octave-forge.

Once installed, the execution of MATLAB and Octave allow ac-
cess to a working environment characterized by the prompt >> and>>
octave:1>, respectively. For instance, when executing MATLAB onoctave:1>
our personal computer we see
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< M A T L A B >

Copyright 1984-2004 The MathWorks, Inc.

Version 7.0.0.19901 (R14)

May 06, 2004

To get started, select MATLAB Help or Demos from the Help

menu.

>>

When executing Octave on our personal computer we see

GNU Octave, version 2.1.72 (x86_64-pc-linux-gnu).

Copyright (C) 2005 John W. Eaton.

This is free software; see the source code for copying conditions.

There is ABSOLUTELY NO WARRANTY; not even for MERCHANTIBILITY or

FITNESS FOR A PARTICULAR PURPOSE. For details, type ‘warranty’.

Additional information about Octave is available at

http://www.octave.org.

Please contribute if you find this software useful.

For more information, visit http://www.octave.org/help-wanted.html

Report bugs to <bug@octave.org> (but first, please read

http://www.octave.org/bugs.html to learn how to write a helpful

report).

octave:1>

1.7 The MATLAB language

After the introductory remarks of the previous section, we are now ready
to work in either the MATLAB or Octave environments. And from now
on MATLAB should be understood as the subset of commands which
are common to both MATLAB and Octave.

After pressing the enter key (or else return), all what is written af-
ter the prompt will be interpreted.3 Precisely, MATLAB will first check
whether what is written corresponds either to variables which have al-
ready been defined or to the name of one of the programs or commands
defined in MATLAB. Should all those checks fail, MATLAB returns
an error warning. Otherwise, the command is executed and an output
will possibly be displayed. In all cases, the system eventually returns the
prompt to acknowledge that it is ready for a new command. To close a
MATLAB session one should write the command quit (or else exit) quit

exit3 Thus a MATLAB program does not necessarily have to be compiled as
other languages do, e.g. Fortran or C.
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and press the enter key. From now it will be understood that to execute
a program or a command one has to press the enter key. Moreover, the
terms program, function or command will be used in an equivalent man-
ner. When our command coincides with one of the elementary structures
characterizing MATLAB (e.g. a number or a string of characters that
are put between apices) they are immediately returned in output in the
default variable ans (abbreviation of answer). Here is an example:ans
>> ’home’

ans =
home

If we now write a different string (or number), ans will assume this
new value.

We can turn off the automatic display of the output by writing a
semicolon after the string. Thus if we write ’home’; MATLAB will
simply return the prompt (yet assigning the value ’home’ to the variable
ans).

More generally, the command = allows the assignment of a value (or=
a string of characters) to a given variable. For instance, to assign the
string ’Welcome to Milan’ to the variable a we can write
>> a=’Welcome to Milan ’;

Thus there is no need to declare the type of a variable, MATLAB

will do it automatically and dynamically. For instance, should we write
a=5, the variable a will now contain a number and no longer a string
of characters. This flexibility is not cost-free. If we set a variable named
quit equal to the number 5 we are inhibiting the use of the MATLAB

command quit. We should therefore try to avoid using variables having
the name of MATLAB commands. However, by the command clearclear
followed by the name of a variable (e.g. quit), it is possible to cancel
this assignment and restore the original meaning of the command quit.

By the command save all the session variables (that are stored insave
the so-called base workspace) are saved in the binary file matlab.mat.
Similarly, the command load restores in the current session all variablesload
stored in matlab.mat. A file name can be specified after save or load.
One can also save only selected variables, say v1, v2 and v3, in a given
file named, e.g., area.mat, using the command save area v1 v2 v3.

By the command help one can see the whole family of commandshelp
and pre-defined variables, including the so-called toolboxes which are sets
of specialized commands. Among them let us recall those which define
the elementary functions such as sine (sin(a)), cosine (cos(a)), squaresin cos

sqrt exp root (sqrt(a)), exponential (exp(a)).
There are special characters that cannot appear in the name of a

variable or in a command, for instance the algebraic operators (+, -,+ -
* / & | * and /), the logical operators and (&), or (|), not (˜), the relational
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operators greater than (>), greater than or equal to (>=), less than (<), ~ > >= <
<= ==less than or equal to (<=), equal to (==). Finally, a name can never begin

with a digit, a bracket or with any punctuation mark.

1.7.1 MATLAB statements

A special programming language, the MATLAB language, is also avail-
able enabling the users to write new programs. Although its knowledge
is not required for understanding how to use the several programs which
we will introduce throughout this book, it may provide the reader with
the capability of modifying them as well as producing new ones.

The MATLAB language features standard statements, such as con-
ditionals and loops.

The if-elseif-else conditional has the following general form:
if condition (1)

statement (1)
elseif condition (2)

statement (2)
.
.
.

else
statement(n)

end

where condition(1), condition(2), ... represent MATLAB sets of log-
ical expressions, with values 0 or 1 (false or true) and the entire construc-
tion allows the execution of that statement corresponding to the condi-
tion taking value equal to 1. Should all conditions be false, the execution
of statement(n) will take place. In fact, if the value of condition(k)
is zero, the control moves on.

For instance, to compute the roots of a quadratic polynomial ax2 +
bx + c one can use the following instructions (the command disp(.)
simply displays what is written between brackets):

>> if a ~= 0
sq = sqrt(b*b - 4*a*c);
x(1) = 0.5*(-b + sq)/a;
x(2) = 0.5*(-b - sq)/a;

elseif b ~= 0
x(1) = -c/b;

elseif c ~= 0
disp(’ Impossible equation’);

else
disp(’ The given equation is an identity’);

end

(1.13)

Note that MATLAB does not execute the entire construction until the
statement end is typed.
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MATLAB allows two types of loops, a for-loop (comparable to a
Fortran do-loop or a C for-loop) and a while-loop. A for-loop repeats the
statements in the loop as the loop index takes on the values in a given
row vector. For instance, to compute the first six terms of the Fibonacci
sequence fi = fi−1 + fi−2, for i ≥ 3, with f1 = 0 and f2 = 1, one can
use the following instructions:
>> f(1) = 0; f(2) = 1;
>> for i = [3 4 5 6]

f(i) = f(i-1) + f(i-2);
end

Note that a semicolon can be used to separate several MATLAB instruc-
tions typed on the same line. Also, note that we can replace the second
instruction by the equivalent >> for i = 3:6. The while-loop repeats
as long as the given condition is true. For instance, the following set of
instructions can be used as an alternative to the previous set:
>> f(1) = 0; f(2) = 1; k = 3;
>> while k <= 6

f(k) = f(k-1) + f(k-2); k = k + 1;
end

Other statements of perhaps less frequent use exist, such as switch, case,
otherwise. The interested reader can have access to their meaning by the
help command.

1.7.2 Programming in MATLAB

Let us now explain briefly how to write MATLAB programs. A new
program must be put in a file with a given name with extension m, which
is called m-file. They must be located in one of the directories in which
MATLAB automatically searches for m-files; their list can be obtained
by the command path (see help path to learn how to add a directorypath
to this list). The first directory scanned by MATLAB is the current
working directory.

It is important at this level to distinguish between scripts and func-
tions. A script is simply a collection of MATLAB commands in an m-file
and can be used interactively. For instance, the set of instructions (1.13)
can give rise to a script (which we could name equation) by copying it
in the file equation.m. To launch it, one can simply write the instruc-
tion equation after the MATLAB prompt >>. We report two examples
below:
>> a = 1; b = 1; c = 1;
>> equation

ans =
-0.5000 + 0.8660i -0.5000 - 0.8660i
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>> a = 0; b = 1; c = 1;
>> equation

ans =
-1

Since we have no input/output interface, all variables used in a script
are also the variables of the working session and are therefore cleared
only upon an explicit command (clear). This is not at all satisfactory
when one intends to write complex programs involving many temporary
variables and comparatively fewer input and output variables, which are
the only ones that can be effectively saved once the execution of the
program is terminated. Much more flexible than scripts are functions.

A function is still defined in a m-file, e.g. name.m, but it has a
well defined input/output interface that is introduced by the command
function function
function [out1 ,..., outn]=name(in1 ,...,inm)

where out1,...,outn are the output variables and in1,...,inm are the
input variables.

The following file, called det23.m, defines a new function called det23
which computes, according to the formulae given in Section 1.3, the
determinant of a matrix whose dimension could be either 2 or 3:
function det=det23(A)
%DET23 computes the determinant of a square matrix
% of dimension 2 or 3
[n,m]=size(A);
if n==m

if n==2
det = A(1,1)*A(2,2)-A(2,1)*A(1,2);

elseif n == 3
det = A(1,1)* det23(A([2 ,3] ,[2 ,3])) -...

A(1,2)* det23(A([2 ,3] ,[1 ,3]))+...
A(1,3)* det23(A([2 ,3] ,[1 ,2]));

else
disp(’ Only 2x2 or 3x3 matrices ’);

end
else

disp(’ Only square matrices ’);
end
return

Notice the use of the continuation characters ... meaning that the in- ...
struction is continuing on the next line and the character % to begin

%comments. The instruction A([i,j],[k,l]) allows the construction of
a 2 × 2 matrix whose elements are the elements of the original matrix
A lying at the intersections of the i-th and j-th rows with the k-th and
l-th columns.

When a function is invoked, MATLAB creates a local workspace (the
function’s workspace). The commands in the function cannot refer to



34 1 What can’t be ignored

variables from the global (interactive) workspace unless they are passed
as input. In particular, variables used in a function are erased when the
execution terminates, unless they are returned as output parameters.

Functions usually terminate when the end of the function is reached,
however a return statement can be used to force an early return (uponreturn
the fulfillment of a certain condition).

For instance, in order to approximate the golden section number α =
1.6180339887 . . ., which is the limit for k → ∞ of the quotient of two
consecutive Fibonacci numbers fk/fk−1, by iterating until the difference
between two consecutive ratios is less than 10−4, we can construct the
following function:
function [golden ,k]= fibonacci0
f(1) = 0; f(2) = 1; goldenold = 0;
kmax = 100; tol = 1.e-04;
for k = 3:kmax

f(k) = f(k-1) + f(k-2);
golden = f(k)/f(k-1);
if abs(golden - goldenold) <= tol

return
end
goldenold = golden;

end
return

Its execution is interrupted either after kmax=100 iterations or when
the absolute value of the difference between two consecutive iterates is
smaller than tol=1.e-04. Then, we can write
[alpha ,niter ]= fibonacci0

alpha =
1.61805555555556

niter =
14

After 14 iterations the function has returned an approximate value which
shares with α the first 5 significant digits.

The number of input and output parameters of a MATLAB function
can vary. For instance, we could modify the Fibonacci function as follows:
function [golden ,k]= fibonacci1(tol ,kmax)
if nargin == 0

kmax = 100; tol = 1.e-04; % default values
elseif nargin == 1

kmax = 100; % default value only for kmax
end
f(1) = 0; f(2) = 1; goldenold = 0;
for k = 3:kmax

f(k) = f(k-1) + f(k-2);
golden = f(k)/f(k-1);
if abs(golden - goldenold) <= tol

return
end
goldenold = golden;

end
return
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The nargin function counts the number of input parameters. In the nargin
new version of the fibonacci function we can prescribe the maximum
number of inner iterations allowed (kmax) and a specific tolerance tol.
When this information is missing the function must provide default val-
ues (in our case, kmax = 100 and tol = 1.e-04). A possible use of it is
as follows:
[alpha ,niter ]= fibonacci1 (1.e-6 ,200)

alpha =
1.61803381340013

niter =
19

Note that using a stricter tolerance we have obtained a new approximate
value that shares with α as many as 8 significant digits.
The nargin function can be used externally to a given function to obtain
the number of input parameters. Here is an example:
nargin(’fibonacci1 ’)

ans =
2

Remark 1.2 (inline functions) The command inline, whose most sim- inline
ple syntax reads g=inline(expr,arg1,arg2,...,argn), declares a function
g which depends on the strings arg1,arg2,...,argn. The string expr con-
tains the expression of g. For instance, g=inline(’sin(r)’,’r’) declares the
function g(r) = sin(r). The shorthand command g=inline(expr) implicitly
assumes that expr is a function of the default variable x. Once an inline func-
tion has been declared, it can be evaluated at any set of variables through
the command feval. For instance, to evaluate g at the points z=[0 1] we can
write

>> feval(’g’,z);

We note that, contrarily to the case of the eval command, with feval

the name of the variable (z) needs not coincide with the symbolic name (r)
assigned by the inline command. •

After this quick introduction, our suggestion is to explore MATLAB

using the command help, and get acquainted with the implementation of
various algorithms by the programs described throughout this book. For
instance, by typing help for we get not only a complete description on
the command for but also an indication on instructions similar to for,
such as if, while, switch, break and end. By invoking their help we
can progressively improve our knowledge of MATLAB.
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Octave 1.7 Generally speaking, one area with little commonalities is
that of the plotting facilities of MATLAB and Octave. We checked that
most plotting commands in the book are reproducible in both programs,
but there are in fact many fundamental differences. By default, Octave’s
plotting framework is gnuplot; however the plotting command set is dif-
ferent and operates differently than MATLAB does. At the time of
writing this section, there are other plotting libraries in Octave such as
octaviz (see, the website http://octaviz.sourceforge.net/), epstk
(http://www.epstk.de/) and octplot (http://octplot.sourceforge.
net). The last is an attempt to reproduce MATLAB plotting commands
in Octave. �

See Exercises 1.9-1.14.

1.7.3 Examples of differences between MATLAB and Octave
languages

As already mentioned, what has been written in the previous section
about the MATLAB language applies to both MATLAB and Octave
environments without changes. However, some differences exist for the
language itself. So programs written in Octave may not run in MATLAB

and viceversa. For example, Octave supports strings with single and
double quotes
octave:1> a=" Welcome to Milan"
a = Welcome to Milan
octave:2> a=’Welcome to Milan ’
a = Welcome to Milan

whereas MATLAB supports only single quotes, double quotes will result
in parsing errors.

Here we provide a list of few other incompatibilities between the two
languages:

- MATLAB does not allow a blank before the transpose operator. For
instance, [0 1]’ works in MATLAB, but [0 1] ’ does not. Octave
properly parses both cases;

- MATLAB always requires ...,
rand (1, ...

2)

while both
rand (1,

2)

and
rand (1, \

2)

work in Octave in addition to ...;
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- for exponentiation, Octave can use ^ or **; MATLAB requires ^;
- for ends, Octave can use end but also endif, endfor, . . .; MATLAB

requires end.

1.8 What we haven’t told you

A systematic discussion on floating-point numbers can be found in
[Übe97], [Hig02] and in [QSS06].

For matters concerning the issue of complexity, we refer, e.g., to
[Pan92].

For a more systematic introduction to MATLAB the interested
reader can refer to the MATLAB manual [HH05] as well as to specific
books such as [HLR01], [Pra02], [EKM05], [Pal04] or [MH03].

For Octave we recommend the manual book mentioned at the begin-
ning of this chapter.

1.9 Exercises

Exercise 1.1 How many numbers belong to the set F(2, 2,−2, 2)? What is
the value of εM for such set?

Exercise 1.2 Show that the set F(β, t, L, U) contains precisely 2(β−1)βt−1(U−
L + 1) elements.

Exercise 1.3 Prove that ii is a real number, then check this result using
MATLAB.

Exercise 1.4 Write the MATLAB instructions to build an upper (respec-
tively, lower) triangular matrix of dimension 10 having 2 on the main diagonal
and −3 on the upper (respectively, lower) diagonal.

Exercise 1.5 Write the MATLAB instructions which allow the interchange
of the third and seventh row of the matrices built up in Exercise 1.3, and
then the instructions allowing the interchange between the fourth and eighth
column.

Exercise 1.6 Verify whether the following vectors in R4 are linearly indepen-
dent:

v1 = [0 1 0 1], v2 = [1 2 3 4], v3 = [1 0 1 0], v4 = [0 0 1 1].

Exercise 1.7 Write the following functions and compute their first and sec-
ond derivatives, as well as their primitives, using the symbolic toolbox of MAT-

LAB:

f(x) =
√

x2 + 1, g(x) = sin(x3) + cosh(x).
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Exercise 1.8 For any given vector v of dimension n, using the command
c=poly(v) one can construct the n + 1 coefficients of the polynomial p(x) =poly ∑n+1

k=1 c(k)xn+1−k which is equal to Πn
k=1(x − v(k)). In exact arithmetics,

one should find that v = roots(poly(c)). However, this cannot occur due to
roundoff errors, as one can check by using the command roots(poly([1:n])),
where n ranges from 2 to 25.

Exercise 1.9 Write a program to compute the following sequence:

I0 =
1

e
(e − 1),

In+1 = 1 − (n + 1)In, for n = 0, 1, . . . .

Compare the numerical result with the exact limit In → 0 for n → ∞.

Exercise 1.10 Explain the behavior of the sequence (1.4) when computed in
MATLAB.

Exercise 1.11 Consider the following algorithm to compute π. Generate n
couples {(xk, yk)} of random numbers in the interval [0, 1], then compute the
number m of those lying inside the first quarter of the unit circle. Obviously,
π turns out to be the limit of the sequence πn = 4m/n. Write a MATLAB

program to compute this sequence and check the error for increasing values of
n.

Exercise 1.12 Since π is the sum of the series

π =
∞∑

m=0

16−m

(
4

8m + 1
− 2

8m + 4
+

1

8m + 5
+

1

8m + 6

)

we can compute an approximation of π by summing up to the n-th term, for
a sufficiently large n. Write a MATLAB function to compute finite sums of
the above series. How large should n be in order to obtain an approximation
of π at least as accurate as the one stored in the variable π?

Exercise 1.13 Write a program for the computation of the binomial coef-
ficient (n

k
) = n!/(k!(n − k)!), where n and k are two natural numbers with

k ≤ n.

Exercise 1.14 Write a recursive MATLAB function that computes the n-th
element fn of the Fibonacci sequence. Noting that

[
fi

fi−1

]
=

[
1 1
1 0

] [
fi−1

fi−2

]
(1.14)

write another function that computes fn based on this new recursive form.
Finally, compute the related CPU-time.
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Nonlinear equations

Computing the zeros of a real function f (equivalently, the roots of the
equation f(x) = 0) is a problem that we encounter quite often in scien-
tific computing. In general, this task cannot be accomplished in a finite
number of operations. For instance, we have already seen in Section 1.4.1
that when f is a generic polynomial of degree greater than four, there
do not exist explicit formulae for the zeros. The situation is even more
difficult when f is not a polynomial.

Iterative methods are therefore adopted. Starting from one or several
initial data, the methods build up a sequence of values x(k) that hopefully
will converge to a zero α of the function f at hand.

Problem 2.1 (Investment fund) At the beginning of every year a
bank customer deposits v euros in an investment fund and withdraws,
at the end of the n-th year, a capital of M euros. We want to compute
the average yearly rate of interest r of this investment. Since M is related
to r by the relation

M = v

n∑

k=1

(1 + r)k = v
1 + r

r
[(1 + r)n − 1] ,

we deduce that r is the root of the algebraic equation:

f(r) = 0, where f(r) = M − v
1 + r

r
[(1 + r)n − 1].

This problem will be solved in Example 2.1. �

Problem 2.2 (State equation of a gas) We want to determine the
volume V occupied by a gas at temperature T and pressure p. The state
equation (i.e. the equation that relates p, V and T ) is

[
p + a(N/V )2

]
(V − Nb) = kNT, (2.1)
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where a and b are two coefficients that depend on the specific gas, N is
the number of molecules which are contained in the volume V and k is
the Boltzmann constant. We need therefore to solve a nonlinear equation
whose root is V (see Exercise 2.2). �

Problem 2.3 (Rods system) Let us consider the mechanical system
represented by the four rigid rods ai of Figure 2.1. For any admissible
value of the angle β, let us determine the value of the corresponding
angle α between the rods a1 and a2. Starting from the vector identity

a1 − a2 − a3 − a4 = 0

and noting that the rod a1 is always aligned with the x-axis, we can
deduce the following relationship between β and α:

a1

a2
cos(β) − a1

a4
cos(α) − cos(β − α) = −a2

1 + a2
2 − a2

3 + a2
4

2a2a4
, (2.2)

where ai is the known length of the i-th rod. This is called the Freuden-
stein equation, and we can rewrite it as f(α) = 0, where

f(x) = (a1/a2) cos(β) − (a1/a4) cos(x) − cos(β − x) +
a2
1 + a2

2 − a2
3 + a2

4

2a2a4
.

A solution in explicit form is available only for special values of β. We
would also like to mention that a solution does not exist for all values of
β, and may not even be unique. To solve the equation for any given β
lying between 0 and π we should invoke numerical methods (see Exercise
2.9). �

a1

a2

a3

a4

βα

x

y

Fig. 2.1. System of four rods of Problem 2.3
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Problem 2.4 (Population dynamics) In the study of populations
(e.g. bacteria), the equation x+ = φ(x) = xR(x) establishes a link be-
tween the number of individuals in a generation x and the number of
individuals in the following generation. Function R(x) models the vari-
ation rate of the considered population and can be chosen in different
ways. Among the most known, we can mention:

1. Malthus’s model (Thomas Malthus, 1766-1834),

R(x) = RM (x) = r, r > 0;

2. the growth with limited resources model (by Pierre Francois Ver-
hulst, 1804-1849),

R(x) = RV (x) =
r

1 + xK
, r > 0,K > 0, (2.3)

which improves on Malthus’s model in considering that the growth
of a population is limited by the available resources;

3. the predator/prey model with saturation,

R(x) = RP =
rx

1 + (x/K)2
, (2.4)

which represents the evolution of Verhulst’s model in the presence
of an antagonist population.

The dynamics of a population is therefore defined by the iterative process

x(k) = φ(x(k−1)), k ≥ 1, (2.5)

where x(k) represents the number of individuals present k generations
later than the initial generation x(0). Moreover, the stationary (or equi-
librium) states x∗ of the considered population are the solutions of prob-
lem

x∗ = φ(x∗),

or, equivalently, x∗ = x∗R(x∗) i.e. R(x∗) = 1. Equation (2.5) is an
instance of a fixed point method (see Section 2.3). �

2.1 The bisection method

Let f be a continuous function in [a, b] which satisfies f(a)f(b) < 0. Then
necessarily f has at least one zero in (a, b). Let us assume for simplicity
that it is unique, and let us call it α.

(In the case of several zeros, by the help of the command fplot we
can locate an interval which contains only one of them.)
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The strategy of the bisection method is to halve the given inter-
val and select that subinterval where f features a sign change. More
precisely, having named I(0) = (a, b) and, more generally, I(k) the sub-
interval selected at step k, we choose as I(k+1) the sub-interval of I(k)

at whose end-points f features a sign change. Following such procedure,
it is guaranteed that every I(k) selected this way will contain α. The se-
quence {x(k)} of the midpoints of these subintervals I(k) will inevitably
tend to α since the length of the subintervals tends to zero as k tends to
infinity.

I(0)

I(1)

I(2)

I(3)

a(0)
x(0) x(1)

x(2)

x

y

b(0)

f

Fig. 2.2. A few iterations of the bisection method

Precisely, the method is started by setting

a(0) = a, b(0) = b, I(0) = (a(0), b(0)), x(0) = (a(0) + b(0))/2.

At each step k ≥ 1 we select the subinterval I(k) = (a(k), b(k)) of the
interval I(k−1) = (a(k−1), b(k−1)) as follows:

given x(k−1) = (a(k−1) + b(k−1))/2, if f(x(k−1)) = 0 then α = x(k−1)

and the method terminates;

otherwise,

if f(a(k−1))f(x(k−1)) < 0 set a(k) = a(k−1), b(k) = x(k−1);

if f(x(k−1))f(b(k−1)) < 0 set a(k) = x(k−1), b(k) = b(k−1).

Then we define x(k) = (a(k) + b(k))/2 and increase k by 1.
For instance, in the case represented in Figure 2.2, which corresponds

to the choice f(x) = x2 − 1, by taking a(0) = −0.25 and b(0) = 1.25, we
would obtain
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I(0) = (−0.25, 1.25), x(0) = 0.5,
I(1) = (0.5, 1.25), x(1) = 0.875,
I(2) = (0.875, 1.25), x(2) = 1.0625,
I(3) = (0.875, 1.0625), x(3) = 0.96875.

Notice that each subinterval I(k) contains the zero α. Moreover, the
sequence {x(k)} necessarily converges to α since at each step the length
|I(k)| = b(k) − a(k) of I(k) halves. Since |I(k)| = (1/2)k|I(0)|, the error at
step k satisfies

|e(k)| = |x(k) − α| <
1
2
|I(k)| =

(
1
2

)k+1

(b − a).

In order to guarantee that |e(k)| < ε, for a given tolerance ε it suffices to
carry out kmin iterations, kmin being the smallest integer satisfying the
inequality

kmin > log2

(
b − a

ε

)
− 1 (2.6)

Obviously, this inequality makes sense in general, and is not confined to
the specific choice of f that we have made previously.

The bisection method is implemented in Program 2.1: fun is a func-
tion (or an inline function) specifying the function f , a and b are the
endpoints of the search interval, tol is the tolerance ε and nmax is the
maximum number of allotted iterations. Besides the first argument which
represents the independent variable, the function fun can accept other
auxiliary parameters.

Output parameters are zero, which contains the approximate value
of α, the residual res which is the value of f in zero and niter which
is the total number of iterations that are carried out. The command
find(fx==0) finds those indices of the vector fx corresponding to null find
components.

Program 2.1. bisection: bisection method

function [zero ,res ,niter ]= bisection(fun ,a,b,tol ,...
nmax ,varargin)

%BISECTION Find function zeros.
% ZERO=BISECTION(FUN ,A,B,TOL ,NMAX) tries to find a zero
% ZERO of the continuous function FUN in the interval
% [A,B] using the bisection method. FUN accepts real
% scalar input x and returns a real scalar value. If
% the search fails an errore message is displayed. FUN
% can also be an inline object.
% ZERO=BISECTION(FUN ,A,B,TOL ,NMAX ,P1,P2 ,...) passes
% parameters P1 ,P2 ,... to the function FUN(X,P1,P2 ,...).
% [ZERO ,RES ,NITER]= BISECTION(FUN ,...) returns the value
% of the residual in ZERO and the iteration number at
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% which ZERO was computed.
x = [a, (a+b)*0.5 , b]; fx = feval(fun ,x,varargin {:});
if fx(1)*fx(3) > 0

error([’ The sign of the function at the ’ ,...
’endpoints of the interval must be different ’]);

elseif fx(1) == 0
zero = a; res = 0; niter = 0; return

elseif fx(3) == 0
zero = b; res = 0; niter = 0; return

end
niter = 0;
I = (b - a)*0.5;
while I >= tol & niter <= nmax
niter = niter + 1;
if fx(1)*fx(2) < 0

x(3) = x(2); x(2) = x(1)+(x(3)-x(1))*0.5;
fx = feval(fun ,x,varargin {:}); I = (x(3)-x(1))*0.5;

elseif fx(2)*fx(3) < 0
x(1) = x(2); x(2) = x(1)+(x(3)-x(1))*0.5;
fx = feval(fun ,x,varargin {:}); I = (x(3)-x(1))*0.5;

else
x(2) = x(find(fx ==0)); I = 0;

end
end
if niter > nmax

fprintf ([’bisection stopped without converging ’ ,...
’to the desired tolerance because the ’ ,...
’maximum number of iterations was ’ ,...
’reached\n’]);

end
zero = x(2); x = x(2); res = feval(fun ,x,varargin {:});
return

Example 2.1 (Investment fund) Let us apply the bisection method to
solve Problem 2.1, assuming that v is equal to 1000 euros and that after 5
years M is equal to 6000 euros. The graph of the function f can be obtained
by the following instructions

f=inline(’M-v*(1+r).*((1+r).^5 - 1)./r’,’r’,’M’,’v’);
plot ([0.01 ,0.3] , feval(f ,[0.01 ,0.3] ,6000 ,1000));

We see that f has a unique zero in the interval (0.01, 0.1), which is approx-
imately equal to 0.06. If we execute Program 2.1 with tol= 10−12, a= 0.01
and b= 0.1 as follows

[zero ,res ,niter ]= bisection(f ,0.01 ,0.1 ,1.e-12 ,1000 ,...
6000 ,1000);

after 36 iterations the method converges to the value 0.06140241153618, in
perfect agreement with the estimate (2.6) according to which kmin = 36.
Thus, we conclude that the interest rate r is approximately equal to 6.14%. �

In spite of its simplicity, the bisection method does not guarantee a
monotone reduction of the error, but simply that the search interval is
halved from one iteration to the next. Consequently, if the only stopping
criterion adopted is the control of the length of I(k), one might discard
approximations of α which are quite accurate.
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Fig. 2.3. The first iterations generated by the Newton method with initial
guess x(0) for the function f(x) = x + ex + 10/(1 + x2) − 5

As a matter of fact, this method does not take into proper account
the actual behavior of f . A striking fact is that it does not converge in
a single iteration even if f is a linear function (unless the zero α is the
midpoint of the initial search interval).

See Exercises 2.1-2.5.

2.2 The Newton method

The sign of the given function f at the endpoints of the subintervals is
the only information exploited by the bisection method. A more efficient
method can be constructed by exploiting the values attained by f and
its derivative (in the case that f is differentiable). In that case,

y(x) = f(x(k)) + f ′(x(k))(x − x(k))

provides the equation of the tangent to the curve (x, f(x)) at the point
x(k).

If we pretend that x(k+1) is such that y(x(k+1)) = 0, we obtain:

x(k+1) = x(k) − f(x(k))
f ′(x(k))

, k ≥ 0 (2.7)

provided f ′(x(k)) �= 0. This formula allows us to compute a sequence of
values x(k) starting from an initial guess x(0). This method is known as
Newton’s method and corresponds to computing the zero of f by locally
replacing f by its tangent line (see Figure 2.3).

As a matter of fact, by developing f in Taylor series in a neighborhood
of a generic point x(k) we find

f(x(k+1)) = f(x(k)) + δ(k)f ′(x(k)) + O((δ(k))2), (2.8)
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Fig. 5.10. On the left, the condition number of the Riemann matrix A. On
the right, the comparison between the CPU times for the solution of the linear
system: the solid line refers to the command \,the dashed line refers to the
GMRES iterative method with no preconditioning. The values in abscissa refer
to the matrix dimension

defined in the gallery using the save command and then load it in Octave
using load. Here is an example:
In MATLAB:

riemann10=gallery(’riemann ’ ,10);
save ’riemann10 ’ riemann10

In Octave:
load ’riemann10 ’ riemann10

Note that only Octave version 2.9 can load Mat-files properly from
MATLAB version 7. �

Systems with sparse, nonsymmetric matrices

We consider linear systems that are generated by the finite element
discretization of diffusion-transport-reaction boundary-value problems in
two dimensions. These problems are similar to the one reported in (8.17)
which refers to a one-dimensional case. Its finite element approximation,
that is illustrated at the end of Section 8.17 in the one-dimensional case,
makes use of piecewise linear polynomials to represent the solution in
each triangular element of a grid that partitions the region where the
boundary-value problem is set up. The unknowns of the associated alge-
braic system is the set of values attained by the solution at the vertices
of the internal triangles. We refer to, e.g., [QV94] for a description of
this method, as well as for the determination of the entries of the ma-
trix. Let us simply point out that this matrix is sparse, but not banded
(its sparsity pattern depends on the way the vertices are numbered) and
nonsymmetric, due to the presence of the transport term. The lack of
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Fig. 5.11. The structure of one of the matrices used for the fourth test case
(left), and the CPU time needed for the solution of the associated linear system
(right): the solid line refers to the command \,the dashed line to the Bi-CGStab
iterative method

symmetry, however, is not evident from the representation of its struc-
ture in Figure 5.11, left.

The smaller the diameter h of the triangles (i.e. the lengths of their
longest edge), the higher the matrix size. We have compared the CPU
time necessary to solve the linear system corresponding to the case
h = 0.1, 0.05, 0.025, 0.0125 and 0.0063. We have used the MATLAB

command \, that in this case use the UMFPACK library and the (MAT-

LAB implementation of the) iterative method Bi-CGStab which can be
regarded as a generalization to nonsymmetric systems of the conjugate
gradient method. In abscissae we have reported the number of unknowns
that range from 64 (for h = 0.1) and 101124 (for h = 0.0063). Also in this
case, the direct method is less expensive than the iterative one. Should
we use as preconditioner for the Bi-CGStab method the incomplete LU
factorization, the number of iterations would reduce, however the CPU
time would be higher than the one for the unpreconditioned case.

In conclusion

The comparisons that we have carried out, although very limited,
outlines a few relevant aspects. In general, direct methods (especially
if implemented in their most sophisticated versions, such as in the \
MATLAB command) are more efficient than iterative methods when the
latter are used without efficient preconditioners. However, they are more
sensitive to the matrix ill conditioning (see for instance the Example
5.15) and may require a substantial amount of storage.

A further aspect that is worth mentioning is that direct methods
require the knowledge of the matrix entries, whereas iterative methods
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don’t. In fact, what is nedeed at each iteration is the computation of
matrix-vector products for given vectors. This aspect makes iterative
methods especially interesting for those problems in which the matrix is
not explicitely generated.

5.12 What we haven’t told you

Several efficient variants of the Gauss LU factorization are available for
sparse systems of large dimension. Among the most advanced, we quote
the so-called multifrontal method which makes use of a suitable reorder-
ing of the system unknowns in order to keep the triangular factors L and
U as sparse as possible. The multifrontal method is implemented in the
software package UMFPACK. More on this issue is available on [GL96]
and [DD99].

Concerning iterative methods, both the conjugate gradient method
and the GMRES method are special instances of Krylov methods. For a
description of Krylov methods see e.g. [Axe94], [Saa96] and [vdV03].

As it was pointed out, iterative methods converge slowly if the system
matrix is severely ill conditioned. Several preconditioning strategies have
been developed (see, e.g., [dV89] and [vdV03]). Some of them are purely
algebraic, that is, they are based on incomplete (or inexact) factoriza-
tions of the given system matrix, and are implemented in the MATLAB

functions luinc or the already quoted cholinc. Other strategies are de-luinc
cholinc veloped ad hoc by exploiting the physical origin and the structure of the

problem which has generated the linear system at hand.
Finally it is worthwhile to mention the multigrid methods which are

based on the sequential use of a hierarchy of systems of variable dimen-
sions that “resemble” the original one, allowing a clever error reduction
strategy (see, e.g., [Hac85], [Wes04] and [Hac94]).

Octave 5.3 In Octave, cholinc is not yet available. Only luinc has
been implemented. �

5.13 Exercises

Exercise 5.1 For a given matrix A ∈ Rn×n find the number of operations (as
a function of n) that are needed for computing its determinant by the recursive
formula (1.8).

Exercise 5.2 Use the MATLAB command magic(n), n=3, 4, . . . , 500, to con-magic
struct the magic squares of order n, that is, those matrices having entries for
which the sum of the elements by rows, columns or diagonals are identical.
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Then compute their determinants by the command det introduced in Section
1.3 and the CPU time that is needed for this computation using the cputime

command. Finally, approximate this data by the least-squares method and
deduce that the CPU time scales approximately as n3.

Exercise 5.3 Find for which values of ε the matrix defined in (5.13) does not
satisfy the hypotheses of Proposition 5.1. For which value of ε does this matrix
become singular? Is it possible to compute the LU factorization in that case?

Exercise 5.4 Verify that the number of operations necessary to compute the
LU factorization of a square matrix A of dimension n is approximately 2n3/3.

Exercise 5.5 Show that the LU factorization of A can be used for computing
the inverse matrix A−1. (Observe that the j-th column vector of A−1 satisfies
the linear system Ayj = ej , ej being the vector whose components are all null
except the j-th component which is 1.)

Exercise 5.6 Compute the factors L and U of the matrix of Example 5.7 and
verify that the LU factorization is inaccurate.

Exercise 5.7 Explain why partial pivoting by row is not convenient for sym-
metric matrices.

Exercise 5.8 Consider the linear system Ax = b with

A =




2 −2 0

ε − 2 2 0
0 −1 3



 ,

and b such that the corresponding solution is x = (1, 1, 1)T and ε is a positive
real number. Compute the Gauss factorization of A and note that l32 → ∞
when ε → 0. In spite of that, verify that the computed solution is accurate.

Exercise 5.9 Consider the linear systems Aixi = bi, i = 1, 2, 3, with

A1 =






15 6 8 11
6 6 5 3
8 5 7 6
11 3 6 9




 , Ai = (A1)

i, i = 2, 3,

and bi such that the solution is always xi = (1, 1, 1, 1)T . Solve the system by
the Gauss factorization using partial pivoting by row, and comment on the
obtained results.

Exercise 5.10 Show that for a symmetric and positive definite matrix A we
have K(A2) = (K(A))2.
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Exercise 5.11 Analyse the convergence properties of the Jacobi and Gauss-
Seidel methods for the solution of a linear system whose matrix is

A =




α 0 1
0 α 0
1 0 α



 , α ∈ R.

Exercise 5.12 Provide a sufficient condition on β so that both the Jacobi
and Gauss-Seidel methods converge when applied for the solution of a system
whose matrix is

A =

[
−10 2
β 5

]
. (5.58)

Exercise 5.13 For the solution of the linear system Ax = b with A ∈ Rn×n,
consider the relaxation method : given x(0) = (x

(0)
1 , . . . , x

(0)
n )T , for k = 0, 1, . . .

compute

r
(k)
i = bi −

i−1∑

j=1

aijx
(k+1)
j −

n∑

j=i+1

aijx
(k)
j , x

(k+1)
i = (1 − ω)x

(k)
i + ω

r
(k)
i

aii
,

for i = 1, . . . , n, where ω is a real parameter. Find the explicit form of the
corresponding iterative matrix, then verify that the condition 0 < ω < 2 is
necessary for the convergence of this method. Note that if ω = 1 this method
reduces to the Gauss-Seidel method. If 1 < ω < 2 the method is known as
SOR (successive over-relaxation).

Exercise 5.14 Consider the linear system Ax = b with A =

[
3 2
2 6

]
and say

whether the Gauss-Seidel method converges, without explicitly computing the
spectral radius of the iteration matrix.

Exercise 5.15 Compute the first iteration of the Jacobi, Gauss-Seidel and
preconditioned gradient method (with preconditioner given by the diagonal of
A) for the solution of system (5.52) with x(0) = (1, 1/2)T .

Exercise 5.16 Prove (5.48), then show that

ρ(Bαopt) =
λmax − λmin

λmax + λmin
=

K(P−1A) − 1

K(P−1A) + 1
. (5.59)

Exercise 5.17 Let us consider a set of n = 20 factories which produce 20
different goods. With reference to the Leontief model introduced in Problem
5.3, suppose that the matrix C has the following integer entries: cij = i+ j−1
for i, j = 1, . . . , n, while bi = i, for i = 1, . . . , 20. Is it possible to solve this
system by the gradient method? Propose a method based on the gradient
method noting that, if A is nonsingular, the matrix AT A is symmetric and
positive definite.
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Eigenvalues and eigenvectors

Given a square matrix A ∈ Cn×n, the eigenvalue problem consists in
finding a scalar λ (real or complex) and a nonnull vector x such that

Ax = λx (6.1)

Any such λ is called an eigenvalue of A, while x is the associated eigen-
vector. The latter is not unique; indeed all its multiples αx with α �= 0,
real or complex, are also eigenvectors associated with λ. Should x be
known, λ can be recovered by using the Rayleigh quotient xHAx/‖x‖2,
xH being the vector whose i-th component is equal to x̄i.

A number λ is an eigenvalue of A if it is a root of the following
polynomial of degree n (called the characteristic polynomial of A):

pA(λ) = det(A − λI).

Consequently, a square matrix of dimension n has exactly n eigen-
values (real or complex), not necessarily distinct. Also, if A has real
entries, pA(λ) has real coefficients, and therefore complex eigenvalues of
A necessarily occur in complex conjugate pairs.

A matrix A∈ Cn×n is diagonalizable if there exists a nonsingular
matrix U∈ Cn×n such that

U−1AU = Λ = diag(λ1, . . . , λn). (6.2)

The columns of U are the eigenvectors of A and form a basis for Cn.
If A∈ Cm×n, there exist two unitary matrices U∈ Cm×m and V∈

Cn×n such that

U∗AV = Σ = diag(σ1, . . . , σp) ∈ Rm×n, (6.3)

where p = min(m,n) and σ1 ≥ . . . ≥ σp ≥ 0. (A matrix U is called
unitary if AHA = AAH = I.)

Formula (6.3) is called singular value decomposition (SVD) of A and
the numbers σi (or σi(A)) are called singular values of A.
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Problem 6.1 (Elastic springs) Consider the system of Figure 6.1
made of two pointwise bodies P1 and P2 of mass m, connected by two
springs and free to move along the line joining P1 and P2. Let xi(t) de-
note the position occupied by Pi at time t for i = 1, 2. Then from the
second law of dynamics we obtain

m
..
x1= K(x2 − x1) − Kx1, m

..
x2= K(x1 − x2),

where K is the elasticity coefficient of both springs. We are interested
in free oscillations whose corresponding solution is xi = ai sin(ωt + φ),
i = 1, 2, with ai �= 0. In this case we find that

−ma1ω
2 = K(a2 − a1) − Ka1, −ma2ω

2 = K(a1 − a2). (6.4)

This is a 2 × 2 homogeneous system which has a non-trivial solution
a1, a2 iff the number λ = mω2/K is an eigenvalue of the matrix

A =
[

2 −1
−1 1

]
.

With this definition of λ, (6.4) becomes Aa = λa. Since pA(λ) = (2 −
λ)(1 − λ) − 1, the two eigenvalues are λ1 � 2.618 and λ2 � 0.382 and
correspond to the frequencies of oscillation ωi =

√
Kλi/m which are

admitted by our system. �

x

x1(t)

x2(t)

P1 P2

Fig. 6.1. The system of two pointwise bodies of equal mass connected by
springs

Problem 6.2 (Population dynamics) Several mathematical models
have been proposed in order to predict the evolution of certain species
(either human or animal). The simplest population model, which was
introduced in 1920 by Lotka and formalized by Leslie 20 years later, is
based on the rate of mortality and fecundity for different age intervals,
say i = 0, . . . , n. Let x

(t)
i denote the number of females (males don’t
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matter in this context) whose age at time t falls in the i-th interval. The
values of x

(0)
i are given. Moreover, let si denote the rate of survival of

the females belonging to the i-th interval, and mi the average number
of females generated from a female in the i-th interval.

The model by Lotka and Leslie is described by the set of equations

x
(t+1)
i+1 = x

(t)
i si i = 0, . . . , n − 1,

x
(t+1)
0 =

n∑

i=0

x
(t)
i mi.

The n first equations describe the population development, the last its
reproduction. In matrix form we have

x(t+1) = Ax(t),

where x(t) = (x(t)
0 , . . . , x

(t)
n )T and A is the Leslie matrix :

A =






m0 m1 . . . . . . mn

s0 0 . . . . . . 0

0 s1
. . .

...
...

. . . . . . . . .
...

0 0 0 sn−1 0






.

We will see in Section 6.1 that the dynamics of this population is de-
termined by the eigenvalue of maximum modulus of A, say λ1, whereas
the distribution of the individuals in the different age intervals (normal-
ized with respect to the whole population), is obtained as the limit of
x(t) for t → ∞ and satisfies Ax = λ1x. This problem will be solved in
Exercise 6.2. �

Problem 6.3 (Interurban viability) For n given cities, let A be the
matrix whose entry aij is equal to 1 if the i-th city is directly connected to
the j-th city, and 0 otherwise. One can show that the components of the
eigenvector x (of unit length) associated with the maximum eigenvalue
provides the accessibility rate (which is a measure of the ease of access)
to the various cities. In Example 6.2 we will compute this vector for
the case of the railways system of the eleven most important cities in
Lombardy (see Figure 6.2). �

Problem 6.4 (Image compression) The problem of image compres-
sion can be faced using the singular-value decomposition of a matrix.
Indeed, a black and white image can be represented by a real m×n rec-
tangular matrix A where m and n represent the number of pixels that
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1 Milan
2 Pavia
3 Lodi
4 Brescia
5 Bergamo
6 Como
7 Varese
8 Lecco
9 Sondrio
10 Cremona
11 Mantua

Fig. 6.2. A schematic representation of the railway network between the main
cities of Lombardy

are present in the horizontal and vertical direction, respectively, and the
coefficient aij represents the intensity of gray of the (i, j)-th pixel. Con-
sidering the singular value decomposition (6.3) of A, and denoting by ui

and vi the i-th column vectors of U and V, respectively, we find

A = σ1u1vT
1 + σ2u2vT

2 + . . . + σpupvT
p . (6.5)

We can approximate A by the matrix Ak which is obtained by truncating
the sum (6.5) to the first k terms, for 1 ≤ k ≤ p. If the singular values σi

are in decreasing order, σ1 ≥ σ2 ≥ . . . ≥ σp, disregarding the latter p−k
should not significantly affect the quality of the image. To transfer the
“compressed” image Ak (for instance from one computer to another) we
simply need to transfer the vectors ui, vi and the singular values σi for
i = 1, . . . , k and not all the entries of A. In Example 6.9 we will see this
technique in action. �

In the special case where A is either diagonal or triangular, its eigen-
values are nothing but its diagonal entries. However, if A is a general
matrix and its dimension n is sufficiently large, seeking the zeros of pA(λ)
is not a convenient approach. Ad hoc algorithms are better suited, and
one of them is described in the next section.

6.1 The power method

As noticed in Problems 6.2 and 6.3, the knowledge of the whole spectrum
of A (that is the the set of all its eigenvalues) is not always required.
Often, only the extremal eigenvalues matter, that is, those having largest
and smallest modulus.
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Suppose that A is a square matrix of dimension n, with real entries,
and assume that its eigenvalues are ordered as follows

|λ1| > |λ2| ≥ |λ3| ≥ . . . ≥ |λn|. (6.6)

Note, in particular, that |λ1| is distinct from the other moduli of the
eigenvalues of A. Let us indicate by x1 the eigenvector (with unit length)
associated with λ1. If the eigenvectors of A are linearly independent, λ1

and x1 can be computed by the following iterative procedure, commonly
known as the power method:

given an arbitrary initial vector x(0) ∈ Cn and setting y(0) =
x(0)/‖x(0)‖, compute

for k = 1, 2, . . .

x(k) = Ay(k−1), y(k) =
x(k)

‖x(k)‖ , λ(k) = (y(k))HAy(k)
(6.7)

Note that, by recursion, one finds y(k) = β(k)Aky(0) where β(k) =
(Πk

i=1‖x(i)‖)−1 for k ≥ 1. The presence of the powers of A justifies the
name given to this method.

In the next section we will see that this method generates a sequence
of vectors {y(k)} with unit length which, as k → ∞, align themselves
along the direction of the eigenvector x1. The error ‖λ(k) − λ1‖ is pro-
portional to the ratio |λ2/λ1|k in the case of a generic matrix, and to
|λ2/λ1|2k when the matrix A is hermitian. Consequently one obtains
that λ(k) → λ1 for k → ∞.

An implementation of the power method is given in the Program 6.1.
The iterative procedure is stopped at the first iteration k when

|λ(k) − λ(k−1)| < ε|λ(k)|,

where ε is a desired tolerance. The input parameters are the real matrix
A, the initial vector x0, the tolerance tol for the stopping test and the
maximum admissible number of iterations nmax. Output parameters are
the maximum modulus eigenvalue lambda, the associated eigenvector
and the actual number of iterations which have been carried out.

Program 6.1. eigpower: power method

function [lambda ,x,iter]= eigpower(A,tol ,nmax ,x0)
%EIGPOWER Numerically evaluate one eigenvalue of a real
% matrix.
% LAMBDA=EIGPOWER(A) computes with the power method the
% eigenvalue of A of maximum modulus from an initial
% guess which by default is an all one vector.
% LAMBDA=EIGPOWER(A,TOL ,NMAX ,X0) uses an absolute error
% tolerance TOL (the default is 1.e-6) and a maximum
% number of iterations NMAX (the default is 100),
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% starting from the initial vector X0.
% [LAMBDA ,V,ITER]= EIGPOWER(A,TOL ,NMAX ,X0) also returns
% the eigenvector V such that A*V=LAMBDA*V and the
% iteration number at which V was computed.
[n,m] = size(A);
if n ~= m, error(’Only for square matrices ’); end
if nargin == 1

tol = 1.e-06;
x0 = ones(n,1);
nmax = 100;

end
x0 = x0/norm(x0);
pro = A*x0;
lambda = x0 ’*pro;
err = tol*abs(lambda) + 1;
iter = 0;
while err >tol*abs(lambda )&abs(lambda )~=0& iter <=nmax

x = pro; x = x/norm(x);
pro = A*x; lambdanew = x’*pro;
err = abs(lambdanew - lambda );
lambda = lambdanew;
iter = iter + 1;

end
return

Example 6.1 Consider the family of matrices

A(α) =







α 2 3 13
5 11 10 8
9 7 6 12
4 14 15 1





 , α ∈ R.

We want to approximate the eigenvalue with largest modulus by the power
method. When α = 30, the eigenvalues of the matrix are given by λ1 = 39.396,
λ2 = 17.8208, λ3 = −9.5022 and λ4 = 0.2854 (only the first four significant
digits are reported). The method approximates λ1 in 22 iterations with a
tolerance ε = 10−10 and x(0) = 1. However, if α = −30 we need as many
as 708 iterations. The different behavior can be explained by noting that in
the latter case one has λ1 = −30.643, λ2 = 29.7359, λ3 = −11.6806 and
λ4 = 0.5878. Thus, |λ2|/|λ1| = 0.9704, close to unity. �

Example 6.2 (Interurban viability) We denote by A∈ R11×11 the matrix
associated to the railways system of Figure 6.2, i.e. the matrix whose entry
aij is equal to one if there is a direct connection between the i-th and the
j-th cities, zero otherwise. Setting tol=1.e-12 and x0=ones(11,1), after 26
iterations Program 6.1 returns the following approximation of the eigenvector
(of unitary length) associated to the eigenvalue of maximum modulus of A:

x’ =

Columns 1 through 8

0.5271 0.1590 0.2165 0.3580 0.4690 0.3861 0.1590 0.2837

Columns 9 through 11

0.0856 0.1906 0.0575
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The most reachable city is Milan, which is the one associated to the first
component of x (the highest in modulus), the least one is Mantua, which is
associated to the last component of x, that of minimum modulus. Of course
our analysis accounts solely for the existence of connections among the cities
but not on how frequent these connections are. �

6.1.1 Convergence analysis

Since we have assumed that the eigenvectors x1, . . . ,xn of A are linearly
independent, these eigenvectors form a basis for Cn. Thus the vectors
x(0) and y(0) can be written as

x(0) =
n∑

i=1

αixi, y(0) = β(0)
n∑

i=1

αixi, with β(0) = 1/‖x(0)‖ and αi ∈ C.

At the first step the power method gives

x(1) = Ay(0) = β(0)A
n∑

i=1

αixi = β(0)
n∑

i=1

αiλixi

and, similarly,

y(1) = β(1)

n∑

i=1

αiλixi, β(1) =
1

‖x(0)‖ ‖x(1)‖ .

At a given step k we will have

y(k) = β(k)

n∑

i=1

αiλ
k
i xi, β(k) =

1
‖x(0)‖ · · · ‖x(k)‖

and therefore

y(k) = λk
1β(k)

(

α1x1 +
n∑

i=2

αi
λk

i

λk
1

xi

)

.

Since |λi/λ1| < 1 for i = 2, . . . , n, the vector y(k) tends to align along the
same direction as the eigenvector x1 when k tends to +∞, provided α1 �=
0. The condition on α1, which is impossible to ensure in practice since
x1 is unknown, is in fact not restrictive. Actually, the effect of roundoff
errors is the appearance of a non-null component along the direction of
x1, even though this was not the case for the initial vector x(0). (We can
say that this is one of the rare circumstances where roundoff errors help
us!)
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Example 6.3 Consider the matrix A(α) of Example 6.1, with α = 16. The
eigenvector x1 of unit length associated with λ1 is (1/2, 1/2, 1/2, 1/2)T . Let us
choose (on purpose!) the initial vector (2,−2, 3,−3)T , which is orthogonal to
x1. We report in Figure 6.3 the quantity cos(θ(k)) = (y(k))T x1/(‖y(k)‖ ‖x1‖).
We can see that after about 30 iterations of the power method the cosine
tends to −1 and the angle tends to π, while the sequence λ(k) approaches
λ1 = 34. The power method has therefore generated, thanks to the roundoff
errors, a sequence of vectors y(k) whose component along the direction of x1

is increasingly relevant. �
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Fig. 6.3. The value of (y(k))T x1/(‖y(k)‖ ‖x1‖) (left) and that of λ(k) (right),
for k = 1, . . . , 44

It is possible to prove that the power method converges even if λ1

is a multiple root of pA(λ). On the contrary it does not converge when
there exist two distinct eigenvalues both with maximum modulus. In
that case the sequence λ(k) does not converge to any limit, rather it
oscillates between two values.

See Exercises 6.1-6.3.

6.2 Generalization of the power method

A first possible generalization of the power method consists in applying
it to the inverse of the matrix A (provided A is non singular!). Since the
eigenvalues of A−1 are the reciprocals of those of A, the power method
in that case allows us to approximate the eigenvalue of A of minimum
modulus. In this way we obtain the so-called inverse power method :

given an initial vector x(0), we set y(0) = x(0)/‖x(0)‖ and compute

for k = 1, 2, . . .

x(k) = A−1y(k−1), y(k) =
x(k)

‖x(k)‖ , µ(k) = (y(k))HA−1y(k)
(6.8)
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If A admits linearly independent eigenvectors, and if also the eigen-
value λn of minimum modulus is distinct from the others, then

lim
k→∞

µ(k) = 1/λn,

i.e. (µ(k))−1 tends to λn for k → ∞.
At each step k we have to solve a linear system of the form Ax(k) =

y(k−1). It is therefore convenient to generate the LU factorization of A
(or its Cholesky factorization if A is symmetric and positive definite)
once for all, and then solve two triangular systems at each iteration.

It is worth noticing that the lu command (in MATLAB and in
Octave) can generate the LU decomposition even for complex matrices.

Example 6.4 When applied to the matrix A(30) of Example 6.1, after 7 iter-
ations the inverse power method yields the value 3.5037. Thus the eigenvalue of
A(30) of minimum modulus will be approximately equal to 1/3.5037 	 0.2854.
�

A further generalization of the power method stems from the follow-
ing consideration. Let λµ denote the (unknown) eigenvalue of A nearest
to a given number (real or complex) µ. In order to approximate λµ, we
can at first approximate the minimum length eigenvalue, say λmin(Aµ),
of the shifted matrix Aµ = A−µI, and then set λµ = λmin(Aµ)+µ. We
can therefore apply the inverse power method to Aµ to obtain an ap-
proximation of λmin(Aµ). This technique is known as the power method
with shift, and the number µ is called the shift.

In Program 6.2 we implement the inverse power method with shift.
The inverse power method is recovered by simply setting µ = 0. The
first four input parameters are the same as in Program 6.1, while mu is
the shift. Output parameters are the eigenvalue λµ of A, its associated
eigenvector x and the actual number of iterations that have been carried
out.

Program 6.2. invshift: inverse power method with shift

function [lambda ,x,iter]= invshift(A,mu ,tol ,nmax ,x0)
%INVSHIFT Numerically evaluate one eigenvalue of a
% matrix.
% LAMBDA=INVSHIFT(A) compute the eigenvalue of A of
% minimum modulus with the inverse power method.
% LAMBDA=INVSHIFT(A,MU) computes the eigenvalue of A
% closest to the given number (real or complex) MU.
% LAMBDA=INVSHIFT(A,MU,TOL ,NMAX ,X0) uses an absolute
% error tolerance TOL (the default is 1.e-6) and a
% maximum number of iterations NMAX (the default is
% 100), starting from the initial vector X0.
% [LAMBDA ,V,ITER]= INVSHIFT(A,MU ,TOL ,NMAX ,X0) also
% returns the eigenvector V such that A*V=LAMBDA*V and
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% the iteration number at which V was computed.
[n,m]=size(A);
if n ~= m, error(’Only for square matrices ’); end
if nargin == 1

x0 = rand(n,1); nmax = 100; tol = 1.e-06; mu = 0;
elseif nargin == 2

x0 = rand(n,1); nmax = 100; tol = 1.e-06;
end
[L,U]=lu(A-mu*eye(n));
if norm(x0) == 0

x0 = rand(n,1);
end
x0=x0/norm(x0);
z0=L\x0;
pro=U\z0;
lambda=x0 ’*pro;
err=tol*abs(lambda )+1; iter =0;
while err >tol*abs(lambda )&abs(lambda )~=0& iter <=nmax

x = pro; x = x/norm(x);
z=L\x; pro=U\z;
lambdanew = x’*pro;
err = abs(lambdanew - lambda );
lambda = lambdanew;
iter = iter + 1;

end
lambda = 1/ lambda + mu;
return

Example 6.5 For the matrix A(30) of Example 6.1 we seek the eigen-
value closest to the value 17. For that we use Program 6.2 with mu=17, tol
=10−10 and x0=[1;1;1;1]. After 8 iterations the Program returns the value
lambda=17.82079703055703. A less accurate knowledge of the shift would in-
volve more iterations. For instance, if we set mu=13 the program returns the
value 17.82079703064106 after 11 iterations. �

The value of the shift can be modified during the iterations, by setting
µ = λ(k). This yields a faster convergence; however the computational
cost grows substantially since now at each iteration the matrix Aµ does
change.

See Exercises 6.4-6.6.

6.3 How to compute the shift

In order to successfully apply the power method with shift we need to
locate (more or less accurately) the eigenvalues of A in the complex
plane. To this end let us introduce the following definition.

Let A be a square matrix of dimension n. The Gershgorin circles C
(r)
i

and C
(c)
i associated with its i-th row and i-th column are respectively

defined as
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C
(r)
i = {z ∈ C : |z − aii| ≤

n∑

j=1,j �=i

|aij |},

C
(c)
i = {z ∈ C : |z − aii| ≤

n∑

j=1,j �=i

|aji|}.

C
(r)
i is called the i-th row circle and C

(c)
i the i-th column circle.

By the Program 6.3 we can visualize in two different windows (that
are opened by the command figure) the row circles and the column figure
circles of a matrix. The command hold on allows the overlapping of

hold on/offsubsequent pictures (in our case, the different circles that have been
computed in sequential mode). This command can be neutralized by the
command hold off. The commands title, xlabel and ylabel have

title
xlabel
ylabelthe scope of visualizing the title and the axis labels in the figure.

The command patch was used in order to color the circles, while the patch
command axis sets scaling for the x- and y-axes on the current plot. axis

Program 6.3. gershcircles: Gershgorin circles

function gershcircles(A)
%GERSHCIRCLES plots the Gershgorin circles
% GERSHCIRCLES(A) draws the Gershgorin circles for
% the square matrix A and its transpose.
n = size(A);
if n(1) ~= n(2)

error(’Only square matrices ’);
else

n = n(1); circler = zeros(n ,201); circlec = circler;
end
center = diag(A);
radiic = sum(abs(A-diag(center )));
radiir = sum(abs(A’-diag(center )));
one = ones (1 ,201); cosisin = exp(i*[0:pi /100:2* pi]);
figure (1); title(’Row circles ’);
xlabel(’Re’); ylabel(’Im’);
figure (2); title(’Column circles ’);
xlabel(’Re’); ylabel(’Im’);
for k = 1:n

circlec(k,:) = center(k)*one + radiic(k)* cosisin;
circler(k,:) = center(k)*one + radiir(k)* cosisin;
figure (1);
patch(real(circler(k,:)), imag(circler(k,:)),’red’);
hold on
plot(real(circler(k,:)), imag(circler(k,:)),’k-’ ,...

real(center(k)),imag(center(k)),’kx’);
figure (2);
patch(real(circlec(k,:)), imag(circlec(k,:)),’green ’);
hold on
plot(real(circlec(k,:)), imag(circlec(k,:)),’k-’ ,...

real(center(k)),imag(center(k)),’kx’);
end
for k = 1:n

figure (1);
plot(real(circler(k,:)), imag(circler(k,:)),’k-’ ,...
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real(center(k)),imag(center(k)),’kx’);
figure (2);
plot(real(circlec(k,:)), imag(circlec(k,:)),’k-’ ,...

real(center(k)),imag(center(k)),’kx’);
end
figure (1); axis image; hold off;
figure (2); axis image; hold off
return

Example 6.6 In Figure 6.4 we have plotted the Gershgorin circles associated
with the matrix

A =







30 1 2 3
4 15 −4 −2
−1 0 3 5
−3 5 0 −1





 .

The centers of the circles have been identified by a cross. �
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Fig. 6.4. Row circles (left) and column circles (right) for the matrix of Ex-
ample 6.6

As previously anticipated, Gershgorin circles may be used to locate the
eigenvalues of a matrix, as stated in the following proposition.

Proposition 6.1 All eigenvalues of a given matrix A∈ Cn×n belong
to the region of the complex plane which is the intersection of the
two regions formed respectively by the union of the row circles and
the union of the column circles.
Moreover, should m row circles (or column circles), with 1 ≤ m ≤ n,
be disconnected from the union of the remaining n−m circles, then
their union contains exactly m eigenvalues.

There is no guarantee that a circle should contain eigenvalues, unless
it is isolated from the others. The previous result can be applied in order
to obtain a preliminary guess of the shift, as we show in the following
example.
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Example 6.7 From the analysis of the row circles of the matrix A(30) of
Example 6.1 we deduce that the real parts of the eigenvalues of A lie between
−32 and 48. Thus we can use Program 6.2 to compute the maximum modulus
eigenvalue by setting the value of the shift µ equal to 48. The convergence
is achieved in 16 iterations, whereas 24 iterations would be required using
the power method with the same initial guess x0=[1;1;1;1] and the same
tolerance tol=1.e-10. �

Let us summarize

1. The power method is an iterative procedure to compute the eigen-
value of maximum modulus of a given matrix;

2. the inverse power method allows the computation of the eigenvalue of
minimum modulus; it requires the factorization of the given matrix;

3. the power method with shift allows the computation of the eigenvalue
closest to a given number; its effective application requires some a-
priori knowledge of the location of the eigenvalues of the matrix,
which can be achieved inspecting the Gershgorin circles.

See Exercises 6.7-6.8.

6.4 Computation of all the eigenvalues

Two square matrices A and B having the same dimension are called
similar if there exists a non singular matrix P such that

P−1AP = B.

Similar matrices share the same eigenvalues. Indeed, if λ is an eigenvalue
of A and x �= 0 is an associated eigenvector, we have

BP−1x = P−1Ax = λP−1x,

that is, λ is also an eigenvalue of B and its associated eigenvector is now
y = P−1x.

The methods which allow a simultaneous approximation of all the
eigenvalues of a matrix are generally based on the idea of transforming
A (after an infinite number of steps) into a similar matrix with diagonal
or triangular form, whose eigenvalues are therefore given by the entries
lying on its main diagonal.

Among these methods we mention the QR method which is imple-
mented in MATLAB in the function eig. More precisely, the command eig
D=eig(A) returns a vector D containing all the eigenvalues of A. However,
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by setting [X,D]=eig(A), we obtain two matrices: the diagonal matrix
D formed by the eigenvalues of A, and a matrix X whose column vectors
are the eigenvectors of A. Thus, A*X=X*D.

The method of QR iterations is called in this way since it makes a re-
peated use of the QR factorization introduced in Section 5.5 to compute
the eigenvalues of the matrix A. Here we present the QR method only
for real matrices and in its most elementary form (whose convergence is
not always guaranteed). For a more complete description of this method
we refer to [QSS06, Chapter 5], whereas for its extension to the complex
case we refer to [GL96, Section 5.2.10] and [Dem97, Section 4.2.1].

The idea consists in building a sequence of matrices A(k), each of
them similar to A. After setting A(0) = A, at each k = 1, 2, . . ., using the
QR factorization we compute the matrices Q(k+1) and R(k+1) such that

Q(k+1)R(k+1) = A(k),

whence we set A(k+1) = R(k+1)Q(k+1).
The matrices A(k), k = 0, 1, 2, . . . are all similar, thus they share

with A their eigenvalues (see Exercise 6.9). Moreover, if A ∈ Rn×n and
its eigenvalues satisfy |λ1| > |λ2| > . . . > |λn|, then

lim
k→+∞

A(k) = T =







λ1 t12 . . . t1n

0
. . . . . .

...

... λn−1 tn−1,n

0 . . . 0 λn







. (6.9)

The rate of decay to zero of the lower triangular coefficients, a
(k)
i,j for

i > j, when k tends to infinity, depends on maxi |λi+1/λi|. In practice,
the iterations are stopped when maxi>j |a(k)

i,j | ≤ ε, ε > 0 being a given
tolerance.

Under the further assumption that A is symmetric, the sequence
{A(k)} converges to a diagonal matrix.

Program 6.4 implements the QR iteration method. The input para-
meters are the matrix A, the tolerance tol and the maximum number of
iterations allowed, nmax.

Program 6.4. qrbasic: method of QR iterations

function D=qrbasic(A,tol ,nmax)
%QRBASIC computes the eigenvalues of a matrix A.
% D=QRBASIC(A,TOL ,NMAX) computes by QR iterations all
% the eigenvalues of A within a tolerance TOL and a
% maximum number of iteration NMAX. The convergence of
% this method is not always guaranteed.
[n,m]=size(A);
if n ~= m, error(’The matrix must be squared ’); end
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T = A; niter = 0; test = norm(tril(A,-1),inf);
while niter <= nmax & test >= tol

[Q,R]=qr(T); T = R*Q;
niter = niter + 1;
test = norm(tril(T,-1),inf);

end
if niter > nmax

warning ([’The method does not converge ’
’in the maximum number of iterations ’]);

else
fprintf ([’The method converges in ’ ...

’%i iterations\n’],niter );
end
D = diag(T);
return

Example 6.8 Let us consider the matrix A(30) of Example 6.1 and call Pro-
gram 6.4 to compute its eigenvalues. We obtain

D=qrbasic(A(30) ,1.e-14 ,100)

The method converges in 56 iterations

D =

39.3960

17.8208

-9.5022

0.2854

These eigenvalues are in good agreement with those reported in Example 6.1,
that were obtained with the command eig. The convergence rate decreases
when there are eigenvalues whose moduli are almost the same. This is the
case of the matrix corresponding to α = −30: two eigenvalues have about the
same modulus and the method requires as many as 1149 iterations to converge
within the same tolerance

D=qrbasic(A(-30),1.e-14 ,2000)

The method converges in 1149 iterations

D =

-30.6430

29.7359

-11.6806

0.5878

�

A special case is the one of large sparse matrices. In this case, if A is
stored in a sparse mode the command eigs(A,k) allows the computation eigs
of the k first eigenvalues of modulus larger than A.

Finally, let us mention how to compute the singular values of a rec-
tangular matrix. Two MATLAB functions are available: svd and svds. svd

svdsThe former computes all the singular values of a matrix, the latter only
the first largest k. The integer k must be fixed as input (by default, k=6).
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Fig. 6.5. The original image (left) and those obtained using the first 20 (cen-
ter) and 40 (right) singular values, respectively

We refer to [ABB+99] for a thorough description of the algorithm that
is actually used.

Example 6.9 (Image compression) With the MATLAB command A=

imread(’pout.tif’) we upload a black and white image which is present in
the MATLAB toolbox Image Processing. The variable A is a matrix of 291 by
240 eight bit integer numbers (uint8) that represent the intensity of gray.imread

The command imshow(A) produces the image on the left hand of Figureimshow
6.5. To compute the SVD of A we must first convert A in a double precision
matrix (the floating-point numbers usually used by MATLAB), through the
command A=double(A). Now, we set [U,S,V]=svd(A). In the middle of Figure
6.5 we report the image that is obtained by using only the first 20 singular
values of S, through the commands

X=U(: ,1:20)*S(1:20 ,1:20)*(V(: ,1:20)) ’; imshow(uint8(X));

The image on the right-hand side of Figure 6.5 is obtained using the first
40 singular values. It requires the storage of 21280 coefficients (two matrices
of 291×40 and 240×40 plus the first 40 singular values) instead of 69840 that
would be required to store the whole original image. �

Octave 6.1 svds and eigs for computing the singular values and the
eigenvalues of sparse matrices are not yet available in Octave. �

Let us summarize

1. The method of QR iterations allows the approximation of all the
eigenvalues of a given matrix A;

2. in its basic version, this method is guaranteed to converge if A has
real coefficients and distinct eigenvalues;

3. its asymptotic rate of convergence depends on the largest modulus
of the ratio of two successive eigenvalues.
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